
A Tweet in Time: Can Twitter Sentiment analysis

improve economic indicator estimation and predict

market returns?

Anatoly Logunov

School of Economics, University of New South Wales

Supervisor: Dr. Valentyn Panchenko

School of Economics, University of New South Wales

A thesis submitted in partial fulfilment of the requirements

for the degree of Bachelor of Economics (Honours)

School of Economics

The University of New South Wales

Australia

24th October, 2011

1



DECLARATION

I hereby declare that this submission is my own work and to the best of my knowledge

it contains no material previously written by another person, or material which to a

substantive extent has been accepted for the award of any other degree or diploma of a

University or other institute of higher learning, except where referenced in the text.

I also declare that the intellectual content of this thesis is the product of my own work,

and any assistance that I have received in the process of preparing, writing and presenting

the thesis, has been duly acknowledged.

Anatoly Logunov

2



ACKNOWLEDGEMENTS

It is my pleasure to thank a number of individuals without whom this thesis would not

have been possible.

Firstly, I would like to gratefully acknowledge the help and support of my loving

parents who have always valued education and helped develop and foster my love for

learning. Without their encouragement and inspiration this thesis would not have become

a reality. Please accept my apologies for the late nights!

Secondly, I am of course indebted to my thesis supervisor, Dr. Valentyn Panchenko,

whose enthusiastic support, patience, understanding and supreme technical expertise have

encouraged, inspired and greatly assisted me with the research. Our regular meetings and

conversations fostered a fantastic learning environment where we discussed new ideas and

worked through any problems, and I would certainly hope to work with Dr. Panchenko

again in the future.

In collaboration with Dr. Panchenko, some parts of this thesis have also been submit-

ted for publication in MODSIM2011: International Congress on Modelling and Simula-

tion as Logunov, A. and Panchenko, V. (2011). Characteristics and Predictive Abilities of

Twitter Sentiment Series. We would like to thank and acknowledge the helpful comments

of two anonymous conference referees. The thoughts they have raised have been used to

improve both the conference paper and some parts of this thesis.

We would like to greatly thank Brendan O’Connor for generous data sharing, and

thank Martin Thompson for his technical assistance with the computational resources of

The University of New South Wales High Performance Computing cluster. Many thanks

go out to my friend Stan Domeshok for giving this research a thorough proof read.

Lastly, I would like to thank the many staff and students alongside whom I have had

the pleasure to study and navigate my way around the fascinating world of economic

theory, during my pleasant time at The University of New South Wales.

3



Contents

1 Introduction 8

2 Key Definitions 9

2.1 Twitter . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 9

2.2 Emoticons . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 11

2.3 OpinionFinder . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 11

3 Literature Review 12

3.1 Efficient Market Hypothesis . . . . . . . . . . . . . . . . . . . . . . . . . . 12

3.2 Behavioural Economics and Investor Sentiment . . . . . . . . . . . . . . . 14

3.3 Twitter Sentiment . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 17

4 Data 20

4.1 Time Period . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 20

4.2 Twitter Dataset . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 20

4.3 Financial Market Data . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 21

4.4 Economic Indicators . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 23

5 Methodology 25

5.1 Index A - Aggregate Naive Emoticon Classified Sentiment . . . . . . . . . 25

5.2 Index B - Expressive Keyword Subset Sentiment . . . . . . . . . . . . . . . 35

5.3 Index C - Economics Keyword Subset Sentiment . . . . . . . . . . . . . . . 39

5.4 Evaluation . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 42

5.4.1 Diagnostic Tests . . . . . . . . . . . . . . . . . . . . . . . . . . . . 43

5.4.2 Financial and Economic Analysis . . . . . . . . . . . . . . . . . . . 48

6 Conclusion 53

7 Appendices 56

Bibliography 68

4



List of Tables

1 Regression coefficients of Gt on own lags . . . . . . . . . . . . . . . . . . . . . . 24

2 Emotional Sentiments and their Emoticon Proxies . . . . . . . . . . . . . . . . . . 26

3 Regression coefficients of A(t) on own lags and days of the week . . . . . . . . . . . 30

4 Correlation of contemporaneous Twitter sentiment index residuals, financial index re-

turns and economic indicators . . . . . . . . . . . . . . . . . . . . . . . . . . . 44

5 Regression coefficients of B1(t) and B2(t) on own lags and days of the week . . . . . . 56

6 Regression coefficients of C1(t) and C2(t) on own lags and days of the week . . . . . . 57

7 Standardised Residual (z-score) outliers mapped against key events . . . . . . . . . . 58

8 Standardised Residual (z-score) outliers mapped against key events . . . . . . . . . . 59

9 Two-tailed p-values of Kendall’s Zτα for various indices and lags of Twitter Sentiment

Index Residuals . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 60

10 Two-tailed p-values of Kendall’s Zτα for Gallup Daily: U.S. Economic Outlook and lags

of Twitter Sentiment Index Residuals . . . . . . . . . . . . . . . . . . . . . . . . 61

11 10-lag Vector Autoregression Results - Gold Returns . . . . . . . . . . . . . . . . . 62

12 10-lag Vector Autoregression Results - Oil - Cushing, OK WTI Returns . . . . . . . . 63

13 10-lag Vector Autoregression Results - Oil - Europe Brent Returns . . . . . . . . . . 64

14 10-lag Vector Autoregression Results - S&P 500 Index Returns . . . . . . . . . . . . 65

15 10-lag Vector Autoregression Results - Dow Jones Index Returns . . . . . . . . . . . 66

16 10-lag Vector Autoregression Results - Gallup Daily: U.S. Economic Outlook . . . . . 67

5



List of Figures

1 Financial Market Index Returns . . . . . . . . . . . . . . . . . . . . . . . . . . 22

2 Overview of Tweets containing any considered emoticons . . . . . . . . . . . . . . . 27

3 Aggregate Twitter Sentiment Index A(t) . . . . . . . . . . . . . . . . . . . . . . 28

4 Overview of Aggregate Twitter Sentiment Index Residuals . . . . . . . . . . . . . . 31

5 Multiple Point Source Interference Pattern . . . . . . . . . . . . . . . . . . . . . 32

6 Twitter Expressive Keyword Subset Indices B1(t), B2(t) . . . . . . . . . . . . . . . 37

7 Twitter Expressive Keyword Subset Standardised Residuals b1(t), b2(t) . . . . . . . . 38

8 Twitter Economy Subset Sentiment Indices C1(t), C2(t) . . . . . . . . . . . . . . . 40

9 Twitter Economy Subset Standardised Residuals c1(t), c2(t) . . . . . . . . . . . . . 41

10 Jacque-Bera Test Statistic . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 45

11 Means of Twitter Sentiment Indices by Day of Week . . . . . . . . . . . . . . . . . 46

12 Partial Autocorrelation Functions of Unadjusted Twitter Sentiment Indices . . . . . . 47

6



ABSTRACT

Research in behavioural economics and finance suggests that investors and consumers

make decisions driven in part by sentiment and emotion. We speculate that, to some

degree, sentiment within a society is reflected by way of proxy in the features and

characteristics of user-generated posts in large social communication networks such as

Twitter. In this research, we use OpinionFinder and an emoticon-based classification

system to generate five measures of Twitter sentiment based on an aggregate set of

Tweets, and two subsets including a subset based on keywords relating to the economy.

After adjustments for autoregressive properties and day-of-the-week effects, we explore

correlations, use a bivariate vector autoregression model, and perform a non-parametric

test to evaluate whether the past and contemporaneous residual shocks from calculated

measures of Twitter sentiment are useful in predicting the returns of Gold, Oil and US

stock market indices. We also explore the relationship between the Twitter sentiment

residuals and the Gallup Daily: U.S. Economic Outlook indicator. We evaluate the

effectiveness of the Twitter sentiment indices to capture notable real world effects and

validate the characteristics against baselines in existing literature, confirming the

external consistency of our sentiment indices. We find several significant two-way

relationships between the Twitter sentiment index residuals and the financial markets,

but the lack of internal consistency between the results opens directions for future

refinement.
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1 Introduction

In the present day, entire populations of networked individuals can not only connect in

real-time, but have also at their fingertips the power to create and access more information

than at any other time in the history of our relatively shackled humanity. Enabled by

fast mobile hardware and easy-to-use social networking technologies such as Facebook

and Twitter, entire populations can now share information, organise public activities and

meetings, and act together to create or respond to changes in the world around them.

The 2011 popular uprisings and eventual revolution in Egypt, for example, were partly

fuelled by coordinated online activism and informed through social media channels such

as YouTube.

Consequently, inquiry into the chaotic and seemingly unpredictable actions and re-

sponses of networked human populations has become an increasingly important research

concern for future-minded groups and individuals. From investment banks to military

think-tanks, organizations are increasingly exploring innovative methodologies to closely

listen into, rather than hear from afar, the daily cacophony of user-generated content in

order to better understand consumer behavior, predict and prepare for future trends in

populations, and make better informed socio-economic policy decisions.

Leveraging large amounts of user-generated Twitter posts and pertinent research from

an exciting and rapidly evolving field of behavioural economics and information technol-

ogy, we aspire to create an evidence-based contribution by attempting to improve, both

in quality and timeliness, the estimation and prediction of a number of macroeconomic

indicators and financial market indices, in order to create better decision making oppor-

tunities for other researchers, policy makers and market participants.

Using our entire Twitter dataset, and also working with two specialised subsets for

consistency with prior research (Bollen et al. (2011) and O’Connor et al. (2010)), we create

several daily indices of relative sentiment by analyzing the Tweets using both the linguistic

analysis software OpinionFinder and a newly proposed Naive Emoticon Classification

system. We then apply statistical methodologies including vector autoregression and

Granger causality tests to investigate the properties of the sentiment indices and ascertain

whether they are useful in forecasting key economic and market indicators.

We review a variety of literature around behavioural economics and finance, a range

of approaches to measuring investor and social sentiment, and survey the previous stud-
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ies that have also investigated relationships between measured sentiment and economic

indicators and market activity. We also compare the results of the Naive Emoticon Clas-

sification, a computationally trivial sentiment index computed by aggregating the use of

certain emoticons expressed by Tweeting individuals, with the indices generated by the

computationally intense OpinionFinder software and examine whether it too is useful in

applied economic and market forecasting.

We conclude that the Twitter sentiment indices do capture some notable real world

effects and are validated in their characteristics against the baselines in existing literature,

confirming the external consistency of our sentiment indices and the Naive Emoticon

Classification. We find several significant two-way relationships between the Twitter

sentiment index residuals and the financial markets, but the lack of internal consistency

between the results opens directions for future refinement.

2 Key Definitions

2.1 Twitter

Twitter, launched in 2006, is an online service that allows users to communicate with

each other and with the public with brief messages of information (Tweets) limited to 140

characters, including hyperlinks. Users can subscribe to the messages of other individuals

to follow their activities, or the real-time news postings of media outlets and businesses

with Twitter accounts. In the words of the Twitter co-founder (Williams (2009)):

Twitter is based around a very simple, seemingly trivial concept. You say what you’re

doing in 140 characters or less, and people who are interested in you get those updates.

... The fundamental idea is that Twitter lets people share moments of their lives whenever

they want, be they momentous occasions or mundane ones. ... One of the things we realised

was how important Twitter could be during real-time events.

By providing a simple online platform for users to broadcast and read both mundane

minutiea and social commentary on important events in real-time, easily downloadable

Twitter data has the potential to reflect important long and short term trends and fluc-

tuations in social activity. For this reason large Twitter datasets have been increasingly

popular with researchers eager to gain a unique insight.
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As attractive as large Twitter datasets appear on the surface, however, there are lurk-

ing dangers in their use. boyd and Crawford (2011)2.1 present a comprehensive summary

of portent aspects to consider during large scale data mining and include a critical as-

sessment of the increasing use of Twitter datasets in the research context. In particular

relevance to our research, boyd and Crawford (2011) remind us that:

• Even though our Twitter dataset contains messages from tens of millions of indi-

viduals, the population using Twitter is not representative of the global population

• Although the various Twitter APIs provide an approximately stable percentage of

all public Tweets for download, “it is not clear what Tweets are included in these

different data streams”. That is, it is not clear how the random sampling algorithm

selects which particular Tweets to provide as part of the stream and therefore it

is not easy to conclude with certainty that the data is indeed representative of all

public Tweets

• Furthermore, the Twitter API Data is not representative of all Tweets as it “excludes

tweets from protected accounts”

• Accounts and users are not equivalent:

– “Some users have multiple accounts”

– “Some accounts are used by multiple people”

– “Some people never establish an account, and simply access Twitter via the

web”

– Of those who do have an account, “Twitter Inc. has revealed that 40 percent

of active users sign in just to listen” (Twitter (2009))

– “Some accounts are ‘bots’ that produce automated content without involving

a person”

2.1Note: Author danah michele boyd prefers to identify with a lowercase name and we respectfully
follow her suggested style
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2.2 Emoticons

Online communication, usually brief and text based, can often carry with it ambiguous

or unknown interpretations of the author’s mood or emotion. To solve this problem, and

increase the depth of short online communications, individuals often add an arrangement

of letters and punctuation (emoticons) that have come to represent a certain emotional

sentiment - usually due to the arrangement’s likeness to a human face, such as the happy

emoticon :-) which bears resemblance to a rotated smiling face. Research by Yuasa et al.

(2011) has shown that emoticons do indeed serve as emotional indicators similarly to

other nonverbal means, activating physiological responses in the right inferior frontal

gyrus region of the brain which is typically activated in emotion discrimination tasks.

A plethora of different emoticons exist, with variation based on geography, cultural de-

mographics, systematic linguistic differences (such as left-to-right and right-to-left emoti-

cons) and differences based on sub-culture within the online communities themselves -

such as the unique styles of emoticons commonly used in East Asia or Japan.

2.3 OpinionFinder

OpinionFinder is described as a “system that processes documents and automatically

identifies subjective sentences as well as various aspects of subjectivity within sentences,

including agents who are sources of opinion, direct subjective expressions and speech

events, and sentiment expressions” (as per OpinionFinder 1.5 documentation, Wiebe et al.

(2008)). Although computationally intensive, it is a very advanced text sentiment analysis

software that features a Polarity Classifier component capable of analysing and tagging

words with their contextual polarity - positive or negative (Wilson et al. (2005)). This

allows researchers to use it to derive the mood/sentiment embedded within a sentence, in

consideration of the entire sentence itself.
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3 Literature Review

Any endeavour of extracting useful information from publically available social media

communication streams that would shed light on the broad future trends and directions

of a financial market or economy, let alone be used to gain any advantage, must invariably

begin with a discussion of the efficient market hypothesis (EMH).

3.1 Efficient Market Hypothesis

Fama (1970), in his authoritative review of efficient capital markets, summizes this hy-

pothesis best: a market in which prices always “fully reflect” available information is

called “efficient”. Therefore, applied conversely, if a market is assumed to be “efficient”

then, based on the hypothesis, the prices will always “fully reflect” all the information

available to market participants. Fama goes on to describe two of the prominent schools

of thought behind “fully reflective” price formation. These are briefly revisited below.

The Random Walk Model

The random walk model postulates that securities prices will follow a random walk (per-

haps with drift, when E[rj,t+1] ̸= 0) if successive one-period returns are independent and

are borne of an identical distribution in both periods t and t+ 1 (Fama (1970)):

f(rj,t+1|Φt) = f(rj,t+1) (3.1)

where

rj,t+1 =
pj,t+1 − pjt

pjt
(3.2)

Here pj,t is the price of security j at time t and Φt is the information set - which, under

the Random Walk Model is usually assumed to include only the past return history, rj,t,

rj,t−1, rj,t−2, ... That is, under the Random Walk Model, the entire distributions (density

function f) of returns are assumed to be both identical in all time periods and indepen-

dent of available historical information Φ.
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Expected Return or ‘Fair Game’ Models

Fama introduces Expected Return Models as those restating the equilibrium market prices

in terms of expected returns - which are, in turn, dependant upon and fully utilize all the

available information Φ at time t:

E(p̂j,t+1|Φt) = [1 + E(r̂j,t+1|Φt)]pjt , (3.3)

where p̂, r̂ are random variables at time t.

Implications and Resolution

In practice, the quintessential assumption of the EMH is that when new information

concerning a security arises, it would spread very quickly and would be rapidly incorpo-

rated into the prices of securities (Malkiel (2003)). Based on the Expected Return Model,

this means that the information set Φt would be fully utilised in determining equilibrium

expected future returns by way of E(r̂j,t+1|Φt) (Fama (1970)). For example, a news re-

lease with adverse information about an oil company’s available reserves would lead to

lower expected prices E(p̂j,t+1|Φt) by reducing investor’s expectation of future returns

E(r̂j,t+1|Φt).

Given the breathtaking pace of technological development, it is not surprising to see

that the rate at which new information is incorporated into securities prices has never

been faster. It can certainly be argued that the prolific rise of high-frequency trading,

sophisticated market algorithms and scores of institutional services for monitoring global

news would ensure that most opportunities for informational arbitrage are acted upon

and incorporated almost as soon as they appear, maintaining a market of efficient prices

already reflective of all available information about a security’s fundamentals.

Following the 1980s, however, researchers began to lose faith in the EMH. Traditional

empirical asset pricing models (such as the Capital Asset Pricing Model) continually failed

to account for irrational market behaviour and reasonably predict future stock returns.

Notably, research into stock market volatility found evidence of volatility in excess of

what could be explained by changes in dividends alone (Shiller (1981), LeRoy and Porter

(1981)) by way of the traditional present-value relation of discounted expected dividends

and stock prices. Shefrin and Statman (1994) go on to list the numerous other challenges

to price efficiency: abnormal returns associated with size (Banz (1981)), earnings to price
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ratios (Basu (1983)), past winners and losers (De Bondt and Thaler (1985), (1987)), turn-

of-the-year (Roll (1983)), overreaction reflected in option prices (Stein (1989) and Bates

(1991)), the equity premium puzzle (Mehra and Prescott (1985)), the closed-end fund

puzzle (Lee, Shleifer, and Thaler (1991)) and the failure of beta to reflect risk (Fama and

French (1992)).

Even if the many empirical asset pricing models underpinning a theoretically effi-

cient market held up, we still postulate that the rate of extinguishment of informational

arbitrage opportunities (in terms of actionable information in Φt, not just historical re-

turns) could be dwarfed in comparison with rate of informational growth and contagion,

hidden in new, as yet unprocessed patterns, within the immense new daily volume of

user-generated content and record of individuals’ behaviour across a growing number of

online social communication mediums.

3.2 Behavioural Economics and Investor Sentiment

On the other hand, recent research in behavioural finance suggests that indeed, far from

being rational, investors and consumers make investment and consumption decisions

driven in part by sentiment and emotion, are affected by cognitive biases, and routinely

rely on incomplete, inaccurate and ‘noisy’ information for their decision making processes.

Ultimately, the research takes a step back and reminds us that “psychology was never out

of finance” and that all behaviour of human beings participating in the markets and the

economy is ultimatelly based on psychology (Statman (1999)). Statman (1999), in his

review of behavioural finance, goes on to list some of the tools of behavioural finance for

modelling human behaviour, including “susceptibility to frames and other cognitive errors,

varying attitudes toward risk, aversion to regret, imperfect self-control, and preferences

as to both utilitarian and value-expressive characteristics”.

Of specific relevance to our research is one particular “value-expressive” characteristic

of individual behaviour - one’s “sentiment” at a particular period in time. Statman (1999),

for example, introduces those individuals who include sentiment in their decision maring

processes as Tactical Asset Allocators (TAA) and relates that many TAAs were out of

stocks by the crash of 1987, perhaps following on from their bearish sentiment towards the

stockmarket at large. Subsequent to the lacking explanations of rational finance models

for market bubbles and the successes of some contrarian investors, it should not come
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as a surprise that much discussion has since taken place on both exploring, defining and

measuring an individual’s sentiment.

Baker and Wurgler (2007) broadly defines investor sentiment as “a belief about future

cash flows and investment risks that is not justified by the facts at hand”. Introducing

their modern review of the topic, Baker and Wurgler (2007) assert that “the question is

no longer, as it was a few decades ago, whether investor sentiment affects stock prices,

but rather how to measure investor sentiment and quantify its effects” - although they

do certainly concede that this measurement is not a straightforward affair. One solution,

Baker and Wurgler (2007) suggest, would be to use one, or a combination of, “imperfect

proxies” for sentiment that remain useful for at least some time.

Baker and Wurgler (2007) introduces and summarizes many such sentiment proxies for

us such as investor surveys (including UBS/Gallup polls), micro-level retail trade data,

mutual fund flows, trading volume, option implied volatility (including the VIX indicator)

and IPO first day returns and overall volumes.

Specifically within the Australian context, for example, there exist economic confidence

surveys such as the Australian Consumer Sentiment Index published by Westpac and

the Melbourne Institute. Using this index and S&P/ASX300 sector returns, Lin, Ho &

Fang (Lin et al.) find a robust relationship where “changes in the consumer sentiment

are contemporaneously associated with market returns”, with sentiment most effectively

capturing variation in average returns in “sectors where valuation of stocks tends to be

more subjective” even when dividend yield, default risk, inflation risk and term risk are

considered. In support of market efficiency, however, the authors did not find any Granger

causal relationships between the two variables and their past lags.

Numerous studies have taken a different route of measuring economically neutral vari-

ables that are posited to be factors in the psychological processes behind sentiment for-

mation rather than trying to survey individual sentiment itself, for example exploring

factors which could be affecting an individual’s mood. Consideration of these factors also

sets up opportunities to model general forward sentiment by proxy.

Hirshleifer and Shumway (2003) investigate a relationship between the measure of

“deviation between the day’s cloudiness and the ordinary expected degree of cloudiness

for that day of the year” and the probability that the daily market index return will be

positive. Consistent with psychological evidence that sunlight affects mood, Hirshleifer

and Shumway (2003) find that “sunshine is strongly significantly correlated with stock
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returns”. In another example, Krivelyova and Robotti (2003) leverage a documented body

of psychological research that links “depression and anxiety and unusually high levels of

geomagnetic activity” to investigate the relationship between geomagnetic storms and

international stock markets, as “depressive disorders have been found to be linked to

lower risk-taking behavior, including decisions of a financial nature”. For most of the

stock indices in their sample, Krivelyova and Robotti (2003) find that the “previous

week’s unusually high levels of geomagnetic activity have a negative, statistically and

economically significant impact on today’s stock returns”. Krivelyova and Robotti (2003)

point out that the links between depression and risk aversion can lead to a situation

where temporarily “reduced risk taking behavior translates into a relatively high demand

for riskless assets” and vice versa.

These implications are just as applicable for us, as it is this economically-neutral proxy

path that we intend to review in the existing literature and later leverage in our analysis,

presenting and evaluating several Twitter sentiment indices as proxies for sentiment - that

is, being observed proxies for a group of individuals’ true unobserved expectations and

beliefs about the future. Instead of using an ‘implied’ proxy for mood such as geomagnetic

storms or sunshine (which subsequently have a documented effect on mood), we investigate

financial market relationships against an ‘expressed’ proxy for contemporaneous mood

such as the variations in classified sentiment expressed by Tweeting individuals in large

samples of Tweets. In our case, the links identified in research such as that of Krivelyova

and Robotti (2003) are modelled through variantions in ‘expressed’ mood and sentiment.

This may be a simplification, but we do believe validity should still be maintained -

for example, Hirshleifer and Shumway (2003) suggest that “individuals who are in good

moods make more optimistic choices”. Thus, similar to Krivelyova and Robotti (2003),

we expect to see a negative (positive) impact on today’s financial market returns shortly

subsequent to a negative (positive) shock in Twitter sentiment.

Experimental psychologists further dileneate mood into two basic dimensions termed

positive and negative affect (Clark et al. (1989)). Clark et al. (1989) inform us that these

mood factors have been proven to be “largely independant of one another” and are “dif-

ferentially related to different classes of variables”, with high negative affect involving

emotional states such as “fear, anger, guilt, sadness, scorn and disgust” whilst high pos-

itive affect reflects an individual’s “enthusiasm, energy level, mental alertness, interest,

joy and determination”. This is relevant to consider as studies by economists and finan-
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cial analysts usually employ only one dimensional variables to represent both positive

and negative sentiment (including our own bounded indices) and therefore ambiguously

collapse these positive and negative affect dimensions. Extending our methodologies and

analyses with two dimensional mood constructs remains a direction of future research.

3.3 Twitter Sentiment

The traditional measures of investor sentiment outlined by Baker and Wurgler (2007),

especially investor surveys, suffer from several drawbacks for consumers and producers of

the data. The two most important of these are timeliness and cost. Whilst surveys such

as the Gallup polls are presented daily, other measures such as the Michigan Surveys of

Consumer Attitudes3.1 are presented only at the monthly, and rarer, levels. Even a day,

however, can at times be too long to wait to gauge social sentiment in critical situations

involving unfolding events. Traditional surveying usually involves the costs of running the

survey and contacting sampled individuals, so costs may unfortunately scale with sample

size and the scope of the survey.

As early as 2000, just as online communication was just expanding its reach and online

communities were rapidly springing up to connect ordinary individuals around the globe,

researchers were already developing ways to automate the collection and analysis of on-

line user-generated content to generate a measure of sentiment. Tumarkin and Whitelaw

(2001), for example, explore the relationship between sentiment expressed online and the

activity of financial markets. They found that on “days with abnormally high message

activity, changes in investor opinion correlate with with abnormal industry-adjusted re-

turns” and “coincide with abnormally high trading volume”.

Twitter data has also been leveraged in a variety of ways to gain insight into societal

trends with potentially useful outcomes for policy makers. Lampos and Cristianini (2010),

for example, search for flu symptom-related keywords in daily Twitter streams to gener-

ate a flu-score. The authors compare the flu-score to official data from the UK Health

Protection Agency and find a significant linear correlation. This study demonstrates the

potential of using Twitter data to create a relatively cheap and timely measure of flu

penetration that can be used by policy makers and health analysts.

Past forays specifically exploring the sentiment and representative features of Twitter

3.1Avaliable at http://www.sca.isr.umich.edu/
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data for modelling purposes include the notable efforts by O’Connor et al. (2010), Bollen

et al. (2011) and Wolfram (2010). O’Connor et al. (2010) find evidence of high correla-

tions between consumer confidence indicators, including the Index of Consumer Sentiment

(ICS), and a smoothed OpinionFinder-classified ratio over a Twitter keyword subset con-

taining the word “jobs”. Bollen et al. (2011) perform a Granger causality analysis between

Twitter sentiment indices, based on an ‘expressive’ keyword subset, and the Dow Jones

Industrial Average. They find a significant Granger-causal bivariate correlation between

the 1-day lag of the OpinionFinder index and the Dow Jones Industrial Average, at the

10% level of significance. Both O’Connor et al. (2010) and Bollen et al. (2011), employing

OpinionFinder to classify their Twitter data (amongst other tools), calculate their day-

to-day sentiment indices based on the ratio of total Tweets with positively tagged words

and total Tweets with negatively tagged words for that day:

yt =
nPt

nNt

, (3.4)

where nPt is the total number of Tweets that OpinionFinder marked positive and nNt

being the total marked negative. Bollen et al. (2011), however, also acknowledge the

“rich, multi-dimensional” structure of human mood and the limiting ‘ nature of their

Twitter sentiment index. They supplement the ‘unidimensional” OpinionFinder-classified

index with an additional six indices based on a system “that can measure human mood

states in terms of 6 different mood dimensions, namely Calm, Alert, Sure, Vital, Kind and

Happy” based on the lexicon of the Profile of Mood States - “an existing and well-vetted

psychometric instrument”. We choose to deviate from the ratio-style construction of our

indices, opting instead for a proportional approach (as outlined in our methodology), as

we believe that inter-period changes in a proportional index are more intuitive to visualize

and understand than changes in a ratio construction.

Wolfram (2010), in considering Twitter as a source of “facts and beliefs” of the pop-

ulation, use a machine learning approach to generate a set of distinctive features from a

Tweet subset which are then used in a Support Vector Regression model in an attempt

to predict stock prices from the NASDAQ stock exchange. This study shares several

methodological similarities with our research but also provides ideas for future direction.

Instead of using inter-day data, Wolfram (2010) choose to predict intra-day stock trends,

and focus on only a select few stocks in the technology sector (AAPL, GOOG) rather
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than aggregate market indices. For their analysis, Wolfram (2010) also work with subsets

of their entire dataset. For a given stock of focus, the contextual subset is generated by

considering Tweets containing “5 keywords that best described the company and its prod-

ucts and services”; “For example, for the technology company Apple, the initial terms

were: apple, mac, ipod, steve, jobs”. In order to include additional Tweets which may

be relevant in the analysis, Wolfram (2010) then extend on the basic keyword approach

by employing Google Sets to expand each keyword into additional contextually-related

keywords. Wolfram (2010) conclude that “using Twitter as a source of near real-time

information to predict the price ahead of time can be used to make reasonable profits

before the market adjusts itself”.
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4 Data

4.1 Time Period

The Twitter Dataset we use spans a time period of 510 days from 23/12/2009 to 20/05/2011.

For consistency, the Financial and Economic Indicator data sets are also obtained for the

same time period, henceforth known as the Time Period.

4.2 Twitter Dataset

The collection of Tweets available to us was gathered by continually querying and archiv-

ing the Twitter Streaming API service which provides a proportion of the most recent

publically-available Tweets at any one time, along with information about the tweeting

user and the Tweet’s geo-location data, when available. We have to make an important

assumption here for the purposes of our analysis. Although we are indeed faced with the

problems already outlined by boyd and Crawford (2011), in the absence of any informa-

tion as to how the sampling algorithm selects which Tweets to allow us to, we have to

assume a genuine random process behind the selection. Therefore our key assumption is

that our data is a representative sample of all publically-available Tweets. It is also true

that we do not have access to Tweets in protected accounts. Any of our conclusions must

thus be limited in context to only the publically-available Tweets.

The Twitter Dataset ranges from approximately 1,000,000 tweets per day in early 2010

to over 10,000,000 archived tweets per day by May 2011. An estimated 50,000,000 users

from across the world have authored almost 4,000,000,000 total archived tweets. With

the Twitter API delivering just a set proportion of all daily tweets, this result further

highlights the phenomenal growth that Twitter has experienced.

The streaming API service makes data available to us in the JSON data interchange

format – a data object with key/value pairs representing information about the Tweet,

with a single large text file of saved JSON objects existing for each sampled day. It also

nests another JSON object representing data about the user who posted the Tweet as

part of the stream. Although socio-demographic information that is usually common in

economics research is not made available in the Twitter Dataset, attributes such as a user’s

self-reported description and location, profile picture, homepage URL and time-zone are

included. The actual text of the Tweet itself is represented by the value of the text key,

20



for example “Yay! I just got a new job, so happy! :)”. As is often popular on

Twitter, the user may include a hyperlink in their message, referencing a photograph, or

some further information, for the readers to access. A caveat for researchers, however, is

that spam tweets often also include a hyperlink – for example to a shopping website or

another form of advertising.

JSON is a popular and effective format for exchanging information between web ser-

vices due to its easy compatibility with JavaScript. Unfortunately, at several terabytes

of raw Tweet data, it is not an appropriate format for efficient information storage and

query. During pre-processing, a series of scripts were executed to convert the Tweet JSON

objects into the more manageable SQLite database format for efficient data processing.

The aggregate daily JSON file (of approximately 15-30Gb) was converted into two daily

SQLite files (of approximately 1-2Gb), one for the Tweets (with timestamp, tweet id, text

and user id) and another with the details of all the users (with user id, and the other

fields) which were made available that day.

Although this data could be processed into a database such as MySQL and setup to

maintain the relational nature of the tweet and user ids, and the links between the tweets

themselves (such as a network of replies and retweets), for the purposes of this study and,

more pertinently, the timeframes and computational resources at our disposal, we found

it easier and faster to run the necessary scripts and queries in parallel across numerous

cores with each core processing a discrete SQLite file for a single day’s worth of Tweets.

As our data comes to us as just a sample of disjoint Tweets (the ‘bottom-up’ approach)

and we do not have ‘top-down’ data in the form of all the Tweets from all our sampled

users, and all their followers/followees and all their Tweets, the setup of relational links

within the database is unnecessary.

4.3 Financial Market Data

An assortment of daily commodity and stock market data was obtained to facilitate the

research. Daily gold prices in the form of the London PM fix, quoted in US Dollars,

were obtained from statistics compiled by the World Gold Council. The daily spot prices

for Cushing, OK WTI (also known as Texas Light Sweet crude oil) and Europe Brent

crude oil varieties4.1, quoted in US Dollars, were obtained from the official statistics of the

4.1Referred to oil1 and oil2 in some tables for brevity
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United States Energy Information Administration (EIA)4.2. Historical quotes for the Dow

Jones Industrial Average and S&P 500 Indices were obtained from the Yahoo! Finance

database4.3. A time-series plot of the returns of all five indices is provided in Figure 1.
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Figure 1: Financial Market Index Returns

To allow for cross-series comparisons and intuitive modelling, we transform all the

financial and economic data series from their absolute daily prices/levels (Pt) to daily

log-returns:

∆Pt = ln(Pt)− ln(Pt−1) (4.1)

Incorporating the widely used assumption of a log-normal distribution of Pt (DeFusco et al.

4.2Available for public download at http www.eia.govdnavpetpet pri spt s1 d.htm
4.3Available for public download at http://finance.yahoo.com/q/hp?s=%5EDJI+Historical+Prices and

http://finance.yahoo.com/q/hp?s=%5EGSPC+Historical+Prices
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(2007)), the transformation should conveniently provide us with a normally distributed

index of ∆Pt, which affords us with certain statistical advantages during the analysis

process. In transforming the data into daily returns we do acknowledge that there are

some stylised statistical properties of asset returns which have been established through

the literature of which we need to be aware of (Cont (2001)).

Consistent with the literature, the five asset return indices are absent of significant

linear autocorrelations at the daily timeframe. On the other hand, all five demonstrate

periods of volatility autocorrelation manifesting as sporadic clusters of low volatility and

high volatility periods.

The assumption of normally distributed returns is often violated, however, by the

heavy tails commonly exhibited in these types of series. Based on the Jacque-Bera test for

normality we compute a test statistic (Bera and Jarque (1981), distributed as χ2 with two

degrees of freedom, see Figure 10) for each of the indices in order to verify the distribution.

At the 1% level of significance, the Jacque-Bera test statistics of all five indices are greater

than the χ2(2) = 9.21 critical value, except for the Gold London PM fix returns, rejecting

our null hypothesis of a normal distribution (JB(∆P (gold)t) = 4.85, JB(∆P (oil1)t) =

148.79, JB(∆P (oil2)t) = 42.26, JB(∆P (djia)t) = 87.43, JB(∆P (spx)t) = 84.04).

All five indices have achieved significant positive returns since the beginning of the

Time Period with the S&P500 and Dow Jones Industrial Average indices returning close to

20% across their 353 business day observations. Global concerns over unstable corporate

and sovereign debt levels as well as geopolitical tensions have increased investment into

the commodity sector, with gold delivering close to an additional 20% return over the

stock markets. The two stock market returns appear to be highly correlated with each

other (corr(∆P (djia)t,∆P (spx)t) = 0.9803), but not so much with the commodities (for

example DJIA/gold returns correlation corr(∆P (djia)t,∆P (gold)t) = 0.1737).

4.4 Economic Indicators

To benchmark our results with a traditional instrument that is regularly used in economic

literature, we have compiled the ‘Gallup Daily: U.S. Economic Outlook’4.4 statistic for

the Time Period. Presented as two indices (% getting better and % getting worse) and

4.4Available for public download at http://www.gallup.com/poll/110824/Gallup-Daily-US-Economic-
Outlook.aspx
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computed as a three day rolling average with a 3 percentage point margin of error, the

statistic is a daily survey of approximately 1,500 United States adults exploring whether

“they think that economic conditions in the country as a whole are getting better or

getting worse”. For consistency with our sentiment indices (the higher the index, the

higher the proportion of positively classified sentiment) we will focus on the “% getting

better” statistic, henceforth referred to as Gt.

Table 1: Regression coefficients of Gt on own lags

Gallup Daily U.S. Economic
Outlook (Gt)

1-day own lag βGt−1 1.0265 ***
(0.0292)

3-day own lag βGt−3 -0.4334 ***
(0.0318)

4-day own lag βGt−4 0.3552 ***
(0.0415)

Adjusted R2 88.60%
*** Significant at a 1% level of significance
** Significant at a 5% level of significance
* Significant at a 10% level of significance

Several missing values for particular days have simply been replaced with the value

of the next available observation, as the rolling average ensures that the missing day

represents a part of that observation’s calculation. Being a moving average, it is not a

surpise that the series exhibits very significant autocorrelation, especially in the first lag.

Analysis reveals that in regression of Gt on its own lags, the 1 day, 3 day and 4 lags are

highly significant (see Table 1) and explain R2 = 88.60% of the daily variation in Gt. For

the purposes of our analysis we will work with the residual index, gt.

With a Jacque-Bera test statistic of only JB(gt) = 0.256, we can not reject the

null hypothesis of a normal distribution even at the 10% level of significance, with a

JB(gt) < χ2(2) = 4.60 critical value.
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5 Methodology

To investigate the relationship between measures of Twitter Sentiment and the finan-

cial and economic markets, we create five indices of Twitter Sentiment. The first is an

aggregate measure of sentiment as calculated using the Naive Emoticon Classification

methodology using the entirety of the available Twitter Dataset. Four additional indices

are then generated on two different subsets of the Dataset based on specific keywords,

with the sentiment classified using both the Naive Emoticon Classification and the Opin-

ionFinder methodologies.

5.1 Index A - Aggregate Naive Emoticon Classified Sentiment

In our trial classification methodology, referred to as Naive Emoticon Classification, we

introduce a computationally trivial approach for classifying a given Tweet’s sentiment. If

a Tweet contains an emoticon corresponding to a particular emotional sentiment, then

it is simply assumed that the rational author actually felt and/or sought to convey the

stated sentiment. Although similar analyses have opted to filter out Tweets that contain

the text “http:” or “www.” (Bollen et al. (2011), Eisenstein et al. (2010)), these being

common in spam/advertising Tweets, for the purposes of this stage, however, we have

not performed any such prior filtering and have opted to work with the full set of the

day’s archived messages. Indeed, the methodology buys its speed at the cost of foregoing

analysis of any of the actual text or its contextual implications.

One of the important analytical caveats to consider, however, is that without detailed

contextual analysis of the content, emoticon-based methodologies such as ours could be

exposed to the risks discussed by Vogel and Janssen (2009). Specifically they remind us of

the confusion and double dissociation that can sometimes arise when negative emoticons

are used as a sympathetic response to an adverse situation and when positive emoticons

are instead used to temper a negative text.

Notwithstanding the fact that each of the hundreds of different existing emoticons can

be used to convey a particular variation of sentiment, for the initial exploratory purposes

of creating a one-dimensional sentiment index we are interested in working only with a

parsimonious dichotomy of basic emotional sentiments such as happiness and sadness.

To effectively track these sentiments, we need to focus on a narrow set of emoticons
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k Emotional Sentiment Emoticon Proxy
H Happy :) :-)
S Sad :( :-(
J Joy (Very Happy) :D :-D
C Cry (Very Sad) :’(

Table 2: Emotional Sentiments and their Emoticon Proxies

which are known to be the most commonly used within that particular context. Working

from an authoritative baseline, the emoticon reference guide of two of the largest instant

messaging providers Windows Live Messenger (formerly MSN Messenger, with 330 million

active monthly users as at June 2009 (Windows Live Messenger Team (2009))) and Yahoo!

Messenger, for example, list the suggested emoticons for the sentiment of smile/happy as

:) or :-) and the suggested emoticons of the opposite sentiment sad as :( or :-( (Microsoft

Corporation (2011) and Yahoo! (2011)).

Taking a regular day (that is not a major holiday) in the 2010 year (November 1st),

the combined incidence of Tweets with emoticons :) and :-) makes up over 90% of the

total number of Tweets with any incidence of the various known constructions of happy

emoticons (>:], :>, :c), :ˆ}, :o), :}, :], =], 8), :-) and :)). Likewise, on the same day, the

combined incidence of Tweets with emoticons :( and :-( makes up over 97% of the total

number of Tweets with any incidence of the various known constructions of sad emoticons

(:-<, :<, :-c, :-[, :{, :[, :c, :-(, :( ).
Therefore, although we acknowledge that some sentiment information may be embed-

ded within the alternative emoticon constructions, based on their relatively low propor-

tional incidence we believe that identifying and tracking only the most popular emoticons

within a particular sentiment context would provide for the most parsimonious, compu-

tationally fast and, most importantly, noise-free modelling approach.

We thus derive information about an author’s emotional sentiment by way of proxy -

basing our analysis only on the presence within their Tweet of some of the most common

emoticons representing two simple dichotomies of emotions: happiness and sadness, and

joy and crying. Table 2 summarises these emotional sentiments and their chosen emoticon

proxies.

For a given day t out of j sampled days, we calculate nkt which represents the

absolute number of Tweets, sampled on day t, that contain emoticon(s) of sentiment

k ∈ {J,H, S, C}, as per Table 2. Nt represents the absolute number of all Tweets sam-
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pled on day t. An SQL query was run on each SQLite database of daily Tweets which

performed the necessary querying and aggregation.

With the increased uptake and use of Twitter, it is not hard to correctly imagine that

the four series of nkt closely resemble four linearly increasing functions of very similar

appearance. Therefore, in order to gain any useful information from nkt, it is necessary to

work with them on a proportional basis, paying close attention to their inter-relationship

and daily fluctuation. Basic proportional graphs of nkt

Nt
and nkt

nHt+nJt+nSt+nCt
are available

in Figure 2 (as per Logunov and Panchenko (2011)).
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Figure 2: Overview of Tweets containing any considered emoticons

To generate our measure of daily sentiment polarity, bounded between 0 and 1, we

rely on the daily proportion of Tweets with positive emoticon sentiment out of the total

number of Tweets with both positive and negative emoticon sentiment. Thus we construct

an aggregate Twitter Sentiment Index over our sampled time period as follows:

A(t) =
nHt + nJt

nHt + nJt + nSt + nCt

∀t ∈ j (5.1)
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Figure 3: Aggregate Twitter Sentiment Index A(t)

A time series plot of A(t) can be seen in Figure 3. A value of A(t) > 0.5 would

indicate the predominance of positive sentiment on day t, with over half of those Tweets

with any of the emoticon proxies in k ∈ {J,H, S, C} containing either the Happy or Joyful

emoticons. It can be seen that the values of A are predominantly hovering in the 0.80-0.84

region. This is due to the interesting nature of the underlying absolute distribution of all

Tweets with emoticon-proxy emotional sentiment:

nHt ≈ 2 · nJt ±
1

2
∀t ∈ j (5.2)

nSt ≈ 9 · nCt ± 3∀t ∈ j (5.3)

nHt ≈ 4 · nSt ± 1∀t ∈ j (5.4)

This structural aspect of the distribution of emoticon-proxy emotional sentiment

should be noted. Whilst the total amount of Tweets and users is rapidly rising over

our Time Period, there appears to be underlying stability in the proportion of all Tweets

containing considered emoticons (see Figure 2(a)). Such stability in the face of a rising

user base is potential evidence of self-selection bias within the group of individuals using

Twitter, however large it may be. Users appear to have a four-to-five fold preference for
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expressing positive over negative emoticon-proxy emotional sentiment.

Although an autocorrelation function (ACF) of A(·) reports a cyclical pattern of sig-

nificant, decaying autocorrelations, a partial autocorrelation function (PACF) reveals the

two largest correlations as those on the first and seventh lags, with the larger, one-lag

correlation equaling 0.6783 (see Figure 12). Rather than being surprising, this should

instead provide additional validation of emoticons being a characteristically reasonable

proxy for an individual’s mood. One’s mood on a particular day can certainly persist into

the next day, while the effect of poignant news stories or festive holidays, for example,

can also last well after their initial occurence. It is interesting to note, however, that

the results confirm an emotional sentiment persistance for only one day and no more,

whilst also introducing us to the characteristic of structurally recurring sentiment at a

weekly frequency. A preliminary regression of A(·) on the seven At−1...At−7 explanatory

variables (Adj.R2 = 57.84%) confirms that only A1 and A7 are significant at the 1% level

of significance (p-value < 0.001). Furthermore, the index visibly exhibits strong cyclical-

ity which could also reasonably be attributed to weekly variation of sentiment with the

proportion of positive sentiment rising and peaking during the weekend and then falling

again at the start of the workweek. In order to remove the effects of these structural and

cyclical components in the aggregate Twitter Sentiment Index, we estimate a parsimo-

nious linear regression of A(·) on six bivariate dummy variables indicating the day of the

week (Wednesday being the base case) and introduce the two autoregressive explanatory

variables At−1, At−7.

At = α + βAt−1At−1 + βAt−2At−7

+ βSUxSU + βMOxMO + βTUxTU + βTHxTH + βFRxFR + βSAxSA

+ εt

The regression results in Table 3 look very promising (adjusted R2 = 64.45%), with

the autoregressive and cyclical weekly effects accounting for almost two thirds of the total

variation in A(·), whilst the large constant α of 0.1442 confirms the structural effect of

the underlying distribution. Note how compared to a Wednesday, the regression results

expect the A(·) index (proportion of Tweets with a positive emotional sentiment) to be

significantly increased on Fridays. This is in contrast to the predicted significant drop in

the proportion of positive emotional sentiment on Mondays.
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Table 3: Regression coefficients of A(t) on own lags and days of the week

Twitter Sentiment Index
(A(t))

1-day own lag βyt−1 0.5620 ***
(0.0346)

7-day own lag βyt−7 0.2614 ***
(0.0318)

Sunday βSU 0.0004
(0.0009)

Monday βMO -0.0047 ***
(0.0009)

Tuesday βTU 0.0008
(0.0009)

Thursday βTH 0.0015 *
(0.0009)

Friday βFR 0.0055 ***
(0.0009)

Saturday βSA 0.0010
(0.0009)

Intercept α 0.1442 ***
(0.0273)

Adjusted R2 64.45%
*** Significant at a 1% level of significance
** Significant at a 5% level of significance
* Significant at a 10% level of significance

A revised Index, a(·), is thus created by standardising the regression residuals ε̂t, which

are now free of the day of the week and structural effects, to z-scores:

at =
ε̂t − x̄(ε̂)

σ(ε̂)
∀t ∈ j (5.5)

where x̄(ε̂t) and σ(ε̂t) are the mean and standard deviation of the regression residuals

across the entire period of j days. A time series plot of a(t) can be seen in Figure 4(a),

and a normal quantile plot of a(t) can be seen in Figure 4(b).

The evidence of persistence in the original index (note the βyt−1 and βyt−7 coefficients

in Table 3) and periodic volatility clustering of the standardised residuals (as seen in

Figure 4(a)) may also be attributed to a snowball effect in the characteristic propagation

of sentiment throughout the Twitter network. That is, the mood of an individual may
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Figure 4: Overview of Aggregate Twitter Sentiment Index Residuals

be affected by the content of a Tweet they read and then, with some delay, may effect

the Tweets they then may send once they have reflected on the original Tweet. To take

a step back then, recall that the Twitter sentiment captured by our methodologies is, by

proxy, a measure of some existing sentiment already within the sampled population at a

certain point in time. Thus, in the real world, an individual’s true sentiment may not

only affect the daily actions they undertake, as we have already discussed, but may then

also have an effect on other individuals with whom they interact and, potentially, any

other actions those individuals subsequently engage in after having taken on board the

original sentiment.

Let us imagine a homogenous, infinite population of individuals represented by a two-

dimensional continuum of points with the color of each point being a one-dimensional

measure of individual sentiment from positive to negative, from light to dark. We can

now introduce information leaders into random positions on the continuum who generate

a series of initial sentiment shocks with a particular propagation pattern. As we imagine

the sentiment shockwave propagating through the entire system, the surrounding indi-

viduals react to it in an unobserved parametric nature that could be both additive and

resistive/destructive, and dependant on the ‘magnitude’ of the received sentiment and

its ‘accumulation’ over a number of time periods (the additive nature). Following many

simplifying assumptions, we could think of this sentiment propagation system as simple

ripples in a pond - a standard wave interference system. Let us represent a snapshot in
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time of such an interference pattern from six information leaders with positive sentiment

shocks in a particular two-dimensional continuum, in Figure 55.1.

Figure 5: Multiple Point Source Interference Pattern

In such a system we can observe hot-spots of individuals on the continuum where, by

the nature of the individual reaction process, they have achieved a state of ‘maximum’

positive sentiment (note the small pockets of white points). Due to the wave dynamics,

this state lasts for only a brief period of time and swiftly reverts away from the maximum.

This constantly fluctuating nature of the propagation system may account for the visi-

ble volatility clustering in the aggregated Twitter sentiment indices following exogenous

shocks or during periods of relative stability. In reality of course, we must not forget that

each individual is, to a varying extent, also an information leader capable of introducing

shocks into the continuum based on their actions (as we have discussed). There could also

be various functions of geographic sentiment decay, time-wise individual sentiment decay,

variations in geographical reach between individuals, and the movement of individuals

5.1Multiple Point Source Interference Pattern generated using the Open Source Physics: Optics Inter-
ference application (Christian et al. (2009)) available at http://www.opensourcephysics.org/items/
detail.cfm?ID=9611
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around the continuum which may all also affect the entire propagation system. These are

beyond the scope of this research, however, and are difficult to demonstrate or simulate

in detail.

Cont (2004), in discussing the potential processes behind financial market volatility

clustering, introduces us to behavioural switching. This being the “switching of economic

agents between two behavioral patterns” which “leads to large aggregate fluctuations”.

Specifically, “in the context of financial markets, these behavioral patterns can be seen as

trading rules and the resulting aggregate fluctuations as large movements in the market

price”. To relate this to our thought model of sentiment propagation, short term switches

in individual behaviour (between a range of different individual behaviours, including

non-rational behaviour from an economic perspective) could occur following a breach of

a certain ‘maximum’ or ‘minimum’ sentiment threshold. In combination with herding in

the continuum (notice the patchwork of smooth geographic areas of similar sentiment in

Figure 5), there could occur moments in the complex propagation system when a large

group of individuals collectively breaches their threshold sentiment parameter due to a

localised ‘maximum’ or ‘minimum’ in sentiment and switches their physical behaviour

which may include economic activity. In a similar fashion, Cont (2004) mention the

agent-based Lux-Marchesi model (Lux and Marchesi (1998)) which suggests that volatility

clustering in financial markets arises due to “behavioral switching of market participants

between fundamentalist and chartist behavior”, where “volatility occurs if the fraction of

agents using chartist techniques surpasses a certain threshold value”. The Lux-Marchesi

volatility is also quickly stabilised.

The simplified sentiment propagation model is one way we postulate that the evidence

of volatility clustering in real-world phenomena such as some financial market time-series

(a common stylised fact; see Cont (2001), Cont (2004)), which as discussed earlier may

be affected by sentiment, could be reconciled with the evidence of volatility clustering in

the Twitter sentiment indices (which, by proxy, should reflect general sentiment).

The ideal index would be one that conveys only new, unbiased, sentiment - effectively

being an index of sentiment shocks - which could then be evaluated in a predictive capac-

ity against other real-world systems such as financial markets and economic indicators.

However, investigating the extent and magnitude of sentiment propagation specifically in

the Twitter network, and thus discerning between an author introducing a new, original

sentiment reaction into the network or just acting based on a sentiment they have re-
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cently perceived, is not an easy task. We do not adjust our indices to take into account

retweeted messages (these simply being a copy of another user’s Tweet), somewhat blur-

ring the line between propagation of existing sentiment and an original sentiment shock.

The corrections for structual and cyclical effects are, in part, designed to reduce the effects

of sentiment propagation although we can not claim that they eliminate them entirely.

Our dataset of randomly selected Tweets (a ‘bottom-up’ dataset) does not include all the

messages from a sample of users and all the messages of users specifically connected to

them (a ‘top-down’ dataset), so we can not investigate the snowball effect in increased

detail. Existing literature does shed some light on the subject, however. Naveed et al.

(2011), in their investigation of Twitter user’s retweet behaviour, find that Tweets con-

taining “annoying or displeasant” content, “exciting and intense” content, or a negative

emoticon such as ‘:-(’ are more likely to be retweeted by other users, with their sentiment

being propagated in the network. On the other hand, Naveed et al. (2011) note that the

inclusion of a positive emoticon such as ‘:-)’ lowers the probability of a retweet.
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5.2 Index B - Expressive Keyword Subset Sentiment

To increase the proportion of Tweets that may carry with them information specifically

pertaining to societal sentiment, we follow the methodology of Bollen et al. (2011) and

create a subset of messages that only contain explicit statements relating to the author’s

mood state - their expressed sentiment. We select only those Tweets containing the key

phrases: i feel, i am feeling, i’m feeling, i dont feel, I’m, Im, I am, and makes me. In

order to maintain methodological consistency with Bollen et al. (2011), we also filter out

Tweets containing web links - the common hallmarks of advertising and spam.

Using the newly created subset of Tweets with revealed ‘expressive’ sentiment, we

process the data to construct two indices - one following on the linguistic analysis classi-

fication introduced in Bollen et al. (2011) and the second based on our Naive Emoticon

Classification methodology introduced in Stage 1. In the first case we use the Opinion-

Finder software to analyse and mark Tweets on a particular day as containing a positive

or negative sentiment, with nPt being the total number of Tweets that OpinionFinder

marked positive and nNt being the total marked negative. The resultant B1(t) index is

understood in a similar fashion to A(t), being the proportion of subset Tweets containing

a positive sentiment (as classified by OpinionFinder) out of the total number of positively

and negatively classified subset Tweets for a given day i. In the second case, we use an

identical process as described by A(t), only again using the data subset, to create a B2(t)

index. A visual representation of both indices can seen in Figure 6.

B1(t) =
nPt

nPt + nNt

∀t ∈ j (5.6)

B2(t) =
nHt + nJt

nHt + nJt + nSt + nCt

∀t ∈ j (5.7)

Based on our initial examination of cyclical effects and autocorrelations in A(t), we per-

form similar adjustments to the B(t) indices by estimating an autoregressive model in-

cluding six bivariate dummy variables indicating the day of the week, with Wednesday

again being the base case.

A preliminary regression (of 10 lags) and the partial autocorrelation functions of B1,t

and B2,t (see Figure 12) indicate that only the one-day, six-day and seven-day lags are
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significant for B1,t, whilst the six-day lag is not significant in the B2,t regression.

B1,t = α + βB1,t−1B1,t−1 + βB1,t−6B1,t−6 + βB1,t−7B1,t−7

+ βSUxSU + βMOxMO + βTUxTU + βTHxTH + βFRxFR + βSAxSA

+ εt

B2,t = α + βB2,t−1B2,t−1 + βB2,t−7B2,t−7

+ βSUxSU + βMOxMO + βTUxTU + βTHxTH + βFRxFR + βSAxSA

+ εt

To maintain parsimonious models, the non-significant lags are dropped, and the re-

gression results are reported in Table 5. The residuals are recorded and standardised to

create two new adjusted indices - b1(t) and b2(t) (see Figure 7).
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Figure 6: Twitter Expressive Keyword Subset Indices B1(t), B2(t)
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5.3 Index C - Economics Keyword Subset Sentiment

To create a potentially more relevant subset within the context of macroeconomic and

financial analysis, we increase the thresholds on what constitutes as relevant information

within a Tweet and what is considered as mere noise. For example, within the more

stringent context, a Tweet such as I just had lunch, but I am still so hungry!

:’( would be considered largely irrelevant whilst the Tweet Just bought a new 3D TV!

So happy! or Finally got a job, aww yeah!! contain first-hand evidence of an indi-

vidual’s participation within the consumer goods and labour markets. In their research

investigating a Twitter sentiment index in relation to polls, O’Connor et al. (2010) create

three subsets of Tweets containing the topic keywords economy, job and jobs. To test

our hypothesis of linking Twitter sentiment to consumer confidence about the economy

and labour markets, and maintain consistency with existing research, we will follow this

specification and use those three keywords to create one combined economic keyword

subset out of our large dataset.

In a similar fashion to the Expressive Keyword subset sentiment indices we constructed

in B1(t) and B2(t), we again employ both OpinionFinder and Naive Emoticon Classifica-

tion to generate the series of nPt, nNt and nkt∀k indices by classifying the ‘economy-job’

subset of Tweets. Likewise, the resultant C1(t) and C2(t) sentiment indices are to be

understood in the same fashion as B1(t) and B2(t), being the proportion of Tweets con-

taining a (variously classified) positive sentiment for a given day i, only now specifically

within the context of a subset of Tweets containing the economy topic keywords. Au-

toregression and day-of-the-week adjustments are performed in a similar fashion as for

A(t), B1(t) and B2(t) and the regression results are reported in Table 6. The residuals

are recorded and standardised to create two new adjusted indices - c1(t) and c2(t) (see

Figure 9).

C1(t) =
nPt

nPt + nNt

∀t ∈ j (5.8)

C2(t) =
nHt + nJt

nHt + nJt + nSt + nCt

∀t ∈ j (5.9)
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Figure 8: Twitter Economy Subset Sentiment Indices C1(t), C2(t)
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5.4 Evaluation

Golder and Macy (2011), in a highly relevant study of Twitter mood rhythms, use the

robust two-dimensional mood approach recommended by experimental psychologists to

measure positive and negative affect in 509 million Tweets authored between February

2008 and January 2010 using the Linguistic Inquiry and Word Count (LIWC) text anal-

ysis lexicon. They find that levels of positive affect “were generally higher on Saturday

and Sunday than at any time during the weekdays”. Dodds et al. (2011) present a one

dimensional measure of societal happiness by classifying a large corpus of Tweets using a

lexicon of frequently used words on Twitter, which have been manually evaluated for their

‘happiness’ value. Across their May 2009 to December 2010 sample, Dodds et al. (2011)

report Saturday as having the highest average aggregate happiness, with happiness then

decreasing across Friday, Sunday, Monday, Thursday, Wednesday and Tuesday.

Based on the Naive Emoticon Classification methodology our results for the day-of-

the-week effect differ slightly from Golder and Macy (2011) and Dodds et al. (2011),

although are still broadly comparable. The effect can be visually inspected in Figure

11. Proportional sentiment is highest on the Friday, Saturday and Sunday in A(t), on

Saturday, Friday and Sunday in B2(t) and on Saturday, Sunday and Friday in both C1(t)

and C2(t). Monday is the lowest point of proportional sentiment in all four A(t), B1(t),

B2(t) and C2(t) indices, whilst the OpinionFinder-classified B1(t) expressive sentiment

index peaks on the Friday in a pattern that is unusual to the other indices (see Figure

11(b)).

Similarly comparable to Dodds et al. (2011) are the gradual downward trends, starting

in 2010 and onwards, captured by both our Naive Emoticon Classified Aggregate and

OpinionFinder classified expressive Twitter Sentiment IndicesA(t) andB1(t). Dodds et al.

(2011) present a figure of their overall time series for all Tweets averaged by individual

day, with annotated outliers of interest. As part of the evaluation, we can compare

the performance of our indices to verify whether the outliers presented by Dodds et al.

(2011) are also captured by our methodologies. For the purposes of the evaluation we will

define an outlier in any of the five standardised residual indices (z-scores) to be a residual

sentiment shock where |z| >= 2. A list of days where any of the five standardised

residual indices satisfy this condition is presented in Tables 7 and 8 along with potential

cause of the sentiment shock for each day. Of the 15 outliers presented by Dodds et al.
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(2011) in 2010 that correspond to notable events, there were no corresponding outlying

residual sentiment shocks in any of our five indices for only four events: the February

27th Chile Earthquake, June 26th USA FIFA World Cup soccer loss to Ghana, July 4th

US Independence Day and October 31st Halloween. Although, as a whole, our Twitter

sentiment indices appear consistent with prior literature, we are cognisant of the fact that

not all the notable events in 2010 captured by Dodds et al. (2011) manifest themselves

as outlying residuals of any particular one of our indices (comparison in Tables 7 and 8).

On the days of Easter, Mother’s Day, Father’s Day, Thanksgiving there are noted outliers

in the OpinionFinder-classified ‘expressive’ keyword subset b1(t) index residuals, but not

in the aggregate naive emoticon classified a(t) index residuals. In another more recent

example, the 2011 Japan 9.0 Earthquake was reflected as a negative outlier in all but the

‘economy’ keyword subset c1(t) and c2(t) residual indices even though there was a notable

drop in financial market indices (see Figure 1).

5.4.1 Diagnostic Tests

Correlation

A correlation between contemporaneous Twitter sentiment index residuals and the finan-

cial returns indices is presented in Table 4. We can note how the Naive emoticon classified

at correlates with b2(t) (of the same classification) more so than with b1(t), but the very

high and significant correlation of 0.41 between b1(t) and b2(t) is also validating to the po-

tential of the naive emoticon classification methodology to supplement any OpinionFinder

analysis. The only contemporaneous correlation between a Twitter sentiment index resid-

ual and a financial returns index with an absolute value > 0.1 is between the Dow Jones

Industrial Average returns and b1(t) at -0.12, which is significant at the 5% level of sig-

nificance. In addition to this there are also two weaker correlations of 0.09 between the

Cushing OK WTI oil returns and b2(t), and the S&P500 index returns and c1(t). Based

on the sample characteristics, both of these are significant at the 10% level of significance.

The significant negative correlations between the expressive keyword subset b1(t) and the

Dow Jones Industrial Average and S&P500 index returns are surprising in light of our

review of existing literature on sentiment. Could there in fact be a negative relationship

between positive stock market returns and negative shocks to social sentiment? On the

other hand, the significant contemporaneous correlation between the S&P500 index re-
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turns and c1(t) is a very promising result as the direction of the effect is intuitive and

suggests that with additional work on fine tuning the keywords of an ‘economy’-related

Twitter subset, the OpinionFinder classification could yield additional insight. The naive

emoticon classified c2(t) has the insignificant contemporaneous correlation of 0 against

both the Dow Jones Industrial Average index returns and the S&P500 index returns.

Table 4: Correlation of contemporaneous Twitter sentiment index residuals, financial index returns and
economic indicators

a(t) b1(t) b2(t) c1(t) c2(t)
a(t) 1
b1(t) 0.41 *** 1
b2(t) 0.59 *** 0.41 *** 1
c1(t) 0.18 *** 0.21 *** 0.06 1
c2(t) 0.14 *** 0.13 *** 0.05 0.19 *** 1
∆P (gold)t 0.04 0 0.06 0.06 -0.03
∆P (oil1)t 0.03 -0.03 0.09 * 0.02 0.03
∆P (oil2)t 0 -0.06 0.03 0.02 0.04
∆P (djia)t -0.03 -0.12 ** 0.02 0.08 0
∆P (spx)t -0.04 -0.10 * 0.03 0.09 * 0
∆gt 0.02 0 -0.01 -0.01 -0.05

∆P (gold)t ∆P (oil1)t ∆P (oil2)t ∆P (djia)t ∆P (spx)t
∆P (gold)t 1
∆P (oil1)t 0.31 *** 1
∆P (oil2)t 0.34 *** 0.7 *** 1
∆P (djia)t 0.17 *** 0.45 *** 0.41 *** 1
∆P (spx)t 0.16 *** 0.46 *** 0.4 *** 0.98 *** 1
∆gt 0.04 0.04 0.04 0.06 0.04
*** Significant at a 1% level of significance
** Significant at a 5% level of significance
* Significant at a 10% level of significance

Unit Root

The Dickey-Fuller test for unit root in autoregressive models (Dickey and Fuller (1979))

can be applied to investigate the presence of unit root in A(t), B1(t), B2(t), C1(t) and

C2(t) as well as their respective residual indices. The null hypothesis of a present unit

root is rejected at the 1% significance level for all five indices, with the respective test

scores of ZA(t) = −10.029, ZB1(t) = −13.067, ZB2(t) = −11.878, ZC1(t) = −17.206

and ZC2(t) = −15.306. The null hypothesis is also rejected at the 1% significance level
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for all four residual indices, with even higher absolute test scores of Za(t) = −22.107,

Zb1(t) = −23.128, Zb2(t) = −23.669, Zc1(t) = −22.230 and Zc2(t) = −23.404.

Normality of Residuals

The Jacque-Bera test for normality (Bera and Jarque (1981), see Figure 10) estimates

departure from distributional normality based on the measures of skewness (S) and kur-

tosis (K) of a distribution of regression residuals. It is asymptotically distributed as χ2

with two degrees of freedom.

JB =
N

6
(S2 +

1

4
(K − 3)2)

Figure 10: Jacque-Bera Test Statistic

At the 1% level of significance, the Jacque-Bera test statistics of all five indices are sig-

nificantly greater than the χ2(2) = 9.21 critical value (JB(a(t)) = 9257.71, JB(b1(t)) =

9275.23, JB(b2(t)) = 1294.65, JB(c1(t)) = 51.73, JB(c2(t)) = 28.57). Thus we reject the

five null hypotheses that the indices of residuals are normally distributed.

Serial Correlation in Residuals

Based on a Breusch-Godfrey LM test for autocorrelation, we can not reject the null

hypothesis of no serial correlation at any of the first 6 lags in the a(t) residuals at a

5% level of significance. At a lag of 7, however, the test statistic suggests that we do

reject the null hypothesis at a 5% level of significance (p-value=0.012 (χ2(7) = 17.984)).

Similarly, the Breusch-Godfrey LM test suggests a rejection of the null hypothesis of no

serial correlation at 1 or 7 lags in the OpinionFinder classified b1(t) residuals at a 5% level

of significance (χ2(1) = 4.314, χ2(7) = 20.268), and a rejection of the null hypothesis for 1

and 2 lags in the Naive classified b2(t) residuals at a 5% level of significance (χ2(1) = 6.507,

χ2(2) = 6.925).
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Figure 11: Means of Twitter Sentiment Indices by Day of Week
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Figure 12: Partial Autocorrelation Functions of Unadjusted Twitter Sentiment Indices
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5.4.2 Financial and Economic Analysis

Kendall Tau

The Kendall Tau coefficient (Kendall (1938)) is a non-parametric measure of association

between two variables (Gibbons (1993)). It is easily computed as:

τα =
nc − nd

1
2
n(n− 1)

, (5.10)

where nc is the number of concordant pairs, nd is the number of discordant pairs, and n

is the total number of observations in the sample (Khadka et al. (2010)). By design, it is

bounded between -1 and +1. A pair of observations between two variables, for example

asset price returns ∆Pt and some Twitter Sentiment Index residuals x(t), is said to be

concordant if the sign of (x(t) − x(t − 1)) is the same as that of (∆Pt − ∆Pt−1). In a

perfect positive relationship (τα = 1) we would expect no discordant observations - for

example, for a certain specification of indices, time periods and lags, we would expect ∆Pt

to always increase when x(j) increases between periods. Although the intuition behind

τα is similar to the usual measures of correlation such as the commonly used Pearson’s ρ

coefficient, there is evidence to suggest that for data with some degree of outlier contam-

ination, non-parametric rank measures like the τα are less sensitive to outliers (Abdullah

(1990)). It has been acknowledged for some time that outliers can unduly influence the

Pearson coefficient and is well demonstrated in the Anscombe’s notable quartet of graphs

(Anscombe (1973)). Not without it’s own drawbacks, however, Abdullah (1990) suggests

that for a large percentage of outliers both τα and other measures are still not sufficiently

robust. Nevertheless, given that the distributions of the Twitter Sentiment Index residu-

als are fat tailed with just several high-magnitude outliers, we are keen to explore whether

the non-parametric measure can yield additional insight.

With τα effectively being the covariance between the sign of (x(t) − x(t − 1)) and

the sign of (∆Pt −∆Pt−1) (Newson (2002)), and described by the large-sample standard

normal statistic (Gibbons (1993)), we can now the perform our analysis by setting up a

traditional hypothesis test.

Zτ =
3τ

√
n(n− 1)√

2(2n+ 5)
, (5.11)

The Zτ statistic is used to test the null hypothesis H0 : τα = 0 against the alternative
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H1 : τα ̸= 0. Two-tailed probability values for a number of lags are provided in Tables 9

and 10.

We conclude that there are no opportunities for us to reject the null hypothesis of

independence between the direction of change in a financial/economic indicator and the

polarity of a Twitter sentiment index residual at even a 5% level of significance. Fur-

thermore, we also can not reject the null hypothesis of independence between the Gallup

Daily: U.S. Economic Outlook index and any of the five Twitter sentiment index residuals

at even the 5% level of significance, for any of the 10 lags (see Table 10). The results do

not hint at any particular hotspots or pattern in the number of lags where results with

any significance may tend to cluster.

Vector Autoregression

To examine the relationship between the past lags of the Twitter Sentiment index residuals

and the financial indices and the Gallup economic confidence indicator we employ Vector

Autoregression, “a system of equations that makes each endogenous variable a function

of its own past and the past of other endogenous variables in the system” (Laffer and

Canto (1990)). It can be used to investigate a “one way causal relationship”, a “two way

causal relationship” or the “absence of a causal relationship” (Laffer and Canto (1990)).

For the purposes of the vector autoregression, we must first perform a treatment of the

missing values within our datasets. Some of the financial and economic indices are absent

on the weekends and holidays, during periods when the markets are closed. On the other

hand, there is also missing data for several days in the Twitter Dataset due to technical

difficulties with the live data collection script. In order to model a complete vector

autoregression, we remove all observations where any of the two variables are missing

data and we reset the time series. This means that if an observation t falls on a Monday,

t−1 is actually a Friday. However, if an observation at t−1 is a residual sentiment shock

across Thursday to the Friday, the observation at t is actually the residual sentiment

shock across Sunday to Monday. For the vector autoregression involving financial market

variables, two observations of weekend Twitter Sentiment data are actually ignored (the

Friday to Saturday shock and the Saturday to Sunday shock). We choose to forego the

averaging or extrapolation of the weekend observations in both the residual sentiment and

the financial market indices (this is consistent with literature, see Bollen et al. (2011))

As our hypothesised vector autoregressive models are initially of an unknown order, we
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begin our modelling approach with a selection-order test based on the measures of Akaike’s

information criterion (AIC), Schwarz’s Bayesian information criterion (SBIC), and the

Hannan and Quinn information criterion (HQIC). We choose to pay particular attention

to the SBIC, a strongly consistent criterion that does not asymptotically overselect a

model order (Brooks (2008)). In all combinations between the five financial/economic

return indices and our five Twitter sentiment residual indices the SBIC tests unfortunately

presented the most ideal model as the contemporaneous one, with the three information

criterions penalizing the inclusion of any lags at all.

We estimate a system of bivariate VARs with two variables ∆Pt and xt, representing

the log-returns of a financial/economic index and one of the five Twitter sentiment residual

indices respectively. The system is presented in two simultaneous equations

∆Pt = β1,0 + β1,1∆Pt−1 + ...+ β1,10∆Pt−10 + α1,1xt−1 + ...+ α1,10xt−10 + u1,t (5.12)

xt = β2,0 + β2,1xt−1 + ...+ β2,10xt−10 + α2,1∆Pt−1 + ...+ α2,10∆Pt−10 + u2,t (5.13)

where ui,t is a white noise disturbance term with E(ui,t) = 0 ∀i ∈ {1, 2} and E(u1,tu2,t) = 0

(Brooks (2008)). As we are unable to easily select a model order based on the informa-

tion criterion tests, we choose to model a 10 lag system where each equation includes the

different combinations of 10 lags of both variables. An extract from the entire set of VAR

results is presented in Tables 11, 12, 13, 14, 15 and 16. The tables provide the values and

standard errors of the α1,1, ..., α1,10 coefficients from Equation 5.12 and the values and

standard errors of the α2,1, ..., α2,10 coefficients from Equation 5.13. The results provide

several interesting insights.

Vector Autoregression Results - Gold Returns

When considering the gold returns (∆P (gold)t) regressand (Eq. 5.12), the coefficients on

the 1-day and 7-day lagged values of a(t) and b2(t), respectively, are significant at the 5%

level of significance. If we consider gold as a contrarian investment in the sense that it is

commonly referred to as a hedge against inflation, socioeconomic instability and geopolit-

ical risk (physical gold is considered to have no counter-party risk, for example) then the

sign on the coefficient of a(t − 1) makes intuitive sense. The pattern of behaviours that

would lead to a demand for gold would increase with one, or an accumulation of, negative

sentiment shocks. The positive sign on the coefficient of b2(t − 7) is not consistent with
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this line of reasoning, however. On the other side of the regression, the coefficients on the

1-day and 7-day lagged values of ∆P (gold)t are significant, at the 1% level of significance,

when considering the c2(t) and c1(t) regressands (Eq. 5.13) respectively. There are again

conflicting conclusions to be drawn here. On the one hand, there is a very significant

positive effect between a t− 1 gold return and the c2 ‘economy’ subset sentiment residual

at time t, whilst there is also a very significant negative effect between a t− 7 gold return

and the OpinionFinder classified c1 sentiment residual at time t. We would expect the

latter effect to be more consistent with the gold contrarian investment hypothesis. It may

well take a week for a drop in the price of gold to be reflected as a positive sentiment

shock within the context of the Twitter ‘economy’ subset.

Vector Autoregression Results - Oil Returns

When considering the Cushing OK WTI oil returns (∆P (oil1)t) regressand, the coeffi-

cients on the 9-day and 2-day lagged values of b2(t) and c2(t), respectively, are significant

at the 5% level of significance. To put these results into context, we can think of a high

oil price as being detrimental to economic growth, robust consumer economic activity

and societal sentiment, although the underpinnings of the reverse relationship are un-

clear. Here, a rise in the Twitter ‘economy’ subset sentiment residual c2(t − 2) suggests

a significant subsequent negative effect on the price of Cushing, OK WTI oil. With c2(t)

as the regressant, however, the sign on the 7-day lag coefficient (significant at a 5% level

of significance) of ∆P (oil1)t is more intuitive as a falling oil price may take a week to

manifest as a positive sentiment shock within the context of the Twitter ‘economy’ subset.

There are no significant coefficients, at the 5% level of significance, on any of the

Twitter sentiment residual indices with the Europe Brent oil returns (∆P (oil2)t) as a

regressand. When considering the a(t) and b2(t) regressands, however, the positive coef-

ficient on the 3-day lag of ∆P (oil2)t returns, significant at the 5% level of significance, is

again not intuitive, when a negative coefficient was expected.

Vector Autoregression Results - Stock Market Returns

When considering both the S&P500 Index and Dow Jones Industrial Average returns

(∆P (spx)t and ∆P (djia)t, respectively) as regressands, we note an unexpected negative

coefficient on the 7-day lag of the Twitter ‘economy’ subset sentiment residual c1(t), which

is significant at the 5% level of significance. The economic magnitude of the relationship
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is small, however, with the results suggesting that a large positive residual shock of 3 in

c1(t) at time t − 7 is predicted to negatively affect the S&P500 Index and Dow Jones

Industrial Average Index returns at time t by -0.0043% and -0.00375% respectively.

Vector Autoregression Results - Changes in Gallup Daily: U.S. Economic Outlook

When considering the Gallup Daily: U.S. Economic Outlook as the regressand (∆gt) and

also a three day rolling average, it is not surprising to see the 4-day lag coefficients of a(t),

b1(t) and b2(t) to be significant at the 5% level of significance. A large positive residual

shock of 3 in the aggregate Twitter sentiment index at time t− 4 is predicted to positive

affect the Gallup Daily: U.S. Economic Outlook measure by 0.456%. It is strange to see

no significant coefficients on any lags of the ‘economy’ subset c1(t) and c2(t) sentiment

residuals, however, considering that the Gallup Daily poll specifically queries the economic

outlook of the respondents.
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6 Conclusion

To intelligently consider our findings, we must first acknowledge several important limita-

tions and shortcomings to the research. Consideration of these limitations may shed some

light on the inconsistent and lackluster results of the comparative evaluation, diagnostic,

non-parametric and vector autoregression analyses. We believe the most important limi-

tation of the sentiment classification methodologies that we have used to compute indices

of Twitter sentiment is their susceptibility to noisy data within a given dataset. As Wol-

fram (2010) also points out when modelling stock prices using “feature representations

from the raw Twitter posts”, a large Twitter dataset such as ours may contain outright

spam as well as “a very large amount of noise that is not relevant to the query task at

hand” and also believes that some of the highest improvements can be “ gained from

identifying and removing spam”.

Without a robust relational network of the entire set of Tweets for a number of users

and their followers (the ‘top-down’ dataset), we are unable to control for two potential

limitations that can arise as a result of the hypothesised nature of sentiment propagation

within the Twitter network. We can not identify relative information leaders and broad-

casters in the network to control for the contemporaneous repropagation effect (over and

above the inter-period autoregressive effects) - that is, we can not assess or control for

the extent to which the effect of an individual’s expressed sentiment affects that of their

followers. A weighted approach to Tweets standardization was also briefly touched upon

by Wolfram (2010), who suggested future research take into account “which posts are

being re-tweeted most often, and which users have the strongest reach”. Closely related

to the repropagation effect, we can not differentiate between existing (either retweeted or

repropagated) sentiment and any original, introduced sentiment shocks. Not being able

to address these two potential concerns, it is likely that we may leave behind a certain

amount of noise in the sample which may consequently have an adverse affect on the

results of our classification and modelling processes.

Wolfram (2010) identify another source of noise in the Twitter data coming from “non

English languages, automated bot postings, and many sources of spam”. Although for

some of our Twitter sentiment indices we exclude Tweets with URL hyperlinks from the

analysis, we do not analyze for the language of Tweets, confine our data to one geographic

location or exclude those Tweets with Unicode characters (indicative of deviations from
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the Latin character set). In a fast and innovative approach, Wolfram (2010) removed

almost a third of their Tweets from the analysis where the ratio of ASCII characters in

the Tweet exceeded a certain threshold. In our case, the Naive Emoticon Classification

indices likely considered Tweets of another language in the analysis if they were found

to contain a certain emoticon. The risk here comes from the chance that the Tweets

originate in certain geographic areas (as per the geolocation data or the non-English

language proxy if geographic data is not available) where the potential impact of the

individual’s sentiment was smaller within the US-centric financial and economic context

of our interest. Therefore, they would also contribute to the noise within our sample.

The modelling timescale may also be another limitation in the research. Based on

threshold behaviour switching assumptions in the hypothetical model of sentiment propa-

gation, a one day time scale for sentiment shocks may simply be inappropriate within the

context of both sentiment accumulation and consequent general behaviour switching and

the investment horizons of common investors. Cont (2004) reminds us that “long term

investors naturally focus on long-term behavior of prices, whereas traders aim to exploit

short-term fluctuations”. A timescale of one or several days may, at the same time, be too

short for assessing the impact of Twitter sentiment on long term investors and too long

for exploring the sentiment effects on short-term traders. While working with both intra-

day Twitter and stock data, Wolfram (2010) find that “that predicting the future price

can be achieved at short distances (15 minutes) into the future, but accuracy becomes

unstable as the forecast distance increases (30 minutes)”. O’Connor et al. (2010), on the

other hand, smooth their Twitter sentiment index using a moving average over a number

of days, to follow “the same methodology used in public opinion polling”. Experimenting

and fine-tuning the modelling timescale for consistency with investor behaviour and noise

reduction through temporal smoothing remain considerations for future research.

Another potential limitation to the research is the treatment of missing values in the

datasets. The interactions of individuals in the real world certainly do not stop on the

weekend and the real world sentiment shocks that occurred on the weekend, proxied by

the residual sentiment indices, can still be propagating through the system on Monday

onwards. There do exist multiple ways to handle the missing weekend values, however,

including generating a simple or exponential moving average of the weekend residuals.

These are also left as potential considerations for future research.

Some of the important aspects of Twitter data mentioned by boyd and Crawford (2011)
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are also, in fact, additional limitations to our research and methodologies. Although we

do acknowledge that “the population using Twitter is not representative of the global

population”, we do hypothesize that, over time, as the reach and availability of online

connectivity and social networking expands and the user base of Twitter grows, more and

more individuals will be expressing themselves and, to an extent, repropagating sentiment

that they have been affected by, by others in the real world. In such a way, the accuracy

of an aggregate dataset should improve over time. Subsets of Tweets would be even more

susceptible to both the representation problem and noise from spam Tweets (such as when

a subset for the keyword ‘shoes’, for example, gets flooded with advertising spam for ‘cheap

shoes’). Extensive spam filtering and keyword optimization (including weighted keywords

and keyword expansion as per Wolfram (2010)) could improve the extent to which the

Twitter subset represents the real-world population of interest.

Given the external consistency of the indices and their characteristics as a whole,

in evaluation with existing literature, we can conclude that both the Naive Emoticon

Classification and OpinionFinder methodologies do present opportunities to gauge social

sentiment in an innovative and reasonably cost-effective fashion. On the other hand, it

is imperative to evaluate the internal consistency of each individual index in its effective-

ness to measure sentiment shocks within a specific context of interest. The selection of

more appropriate keyword subsampling, use of multi-dimensional sentiment classification

methodologies, additional adjustments and robust noise filtering are also left as additional

directions for future research.

55



7 Appendices

Table 5: Regression coefficients of B1(t) and B2(t) on own lags and days of the week

Twitter Expressive Sentiment
Index (OpinionFinder B1(t))

Twitter Expressive Sentiment
Index (Naive B2(t))

1-day own lag βyt−1 0.4049 *** 0.5321 ***
(0.0407) (0.0379)

6-day own lag βyt−6 0.1758 *** .
(0.0434) .

7-day own lag βyt−7 0.1143 *** 0.1563 ***
(0.0445) (0.0371)

Sunday βSU -0.0008 0.0013
(0.0011) (0.0012)

Monday βMO -0.0006 -0.0053 ***
(0.0011) (0.0012)

Tuesday βTU 0.0001 0.0012
(0.0010) (0.0012)

Thursday βTH 0.0004 0.0026 **
(0.0010) (0.0012)

Friday βFR 0.0030 *** 0.0051 ***
(0.0011) (0.0012)

Saturday βSA -0.0011 0.0046 ***
(0.0011) (0.0012)

Intercept α 0.1055 *** 0.2384 ***
(0.0173) (0.0434)

Adjusted R2 32.3% 47.16%
*** Significant at a 1% level of significance
** Significant at a 5% level of significance
* Significant at a 10% level of significance
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Table 6: Regression coefficients of C1(t) and C2(t) on own lags and days of the week

Twitter Economy Subset
Sentiment Index

(OpinionFinder C1(t))

Twitter Economy Subset
Sentiment Index (Naive C2(t))

1-day own lag βyt−1
0.2414 *** 0.3333 ***
(0.0434) (0.0423)

7-day own lag βyt−7 0.0876 ** 0.1474 ***
(0.0422) (0.0411)

Sunday βSU 0.0126 *** 0.0065 **
(0.0035) (0.0031)

Monday βMO -0.0076 ** -0.0087 ***
(0.0034) (0.0031)

Tuesday βTU -0.0063 * 0.0004
(0.0032) (0.0029)

Thursday βTH -0.0008 0.0009
(0.0032) (0.003)

Friday βFR 0.0051 0.0049
(0.0032) (0.003)

Saturday βSA 0.0148 *** 0.0111 ***
(0.0034) (0.0031)

Intercept α 0.3827 *** 0.4488 ***
(0.033) (0.0466)

Adjusted R2 24.08% 24.04%
*** Significant at a 1% level of significance
** Significant at a 5% level of significance
* Significant at a 10% level of significance
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Table 7: Standardised Residual (z-score) outliers mapped against key events

Date a(t) b1(t) b2(t) c1(t) c2(t) Event
31/12/09 3.8 2.6 2.1 1.2 0.1 NEW YEAR HOLIDAY
1/01/10 1.2 4.2 0.4 3.2 1.3 NEW YEAR HOLIDAY
2/01/10 -3.2 -2.8 -2 -0.7 -1.9 Post New Year drop / mean-reversion?
3/01/10 -2.3 -0.4 -2.4 -1.6 -3.3 Post New Year drop / mean-reversion?
1/02/10 0.1 -0.7 -0.3 0.8 2.1 -
14/02/10 2.2 2.5 0.9 1.8 0.2 VALENTINE’S DAY
18/03/10 -0.1 -0.8 -2.1 -1.7 0.2 -
29/03/10 0.9 -0.3 2.1 0.2 -1.6 Moscow suicide bombing
30/03/10 0 0.4 -2.2 0.4 0.4 -
31/03/10 1.4 0.2 2 0.1 1.6 -
4/04/10 1.2 3.1 -0.2 1 -1.8 EASTER
6/04/10 0.2 0.3 0 -2.3 -0.5 -
13/04/10 -0.7 1.1 -2 -0.2 1.2 Earthquake: 6.9, China
21/04/10 -0.2 0.3 -2.1 1.7 -0.1 -
29/04/10 -0.7 -0.5 0.4 -3.4 2.1 -
9/05/10 1.7 3.4 0.9 2.4 0 MOTHER’S DAY
10/05/10 -1.5 -1.8 -1.4 -2.4 -0.9 -
24/05/10 -0.2 0.2 0 -2.3 -1.2 -
25/05/10 -0.2 0.1 0.3 -1.4 -3.5 -
4/06/10 0.7 1 -0.1 -2.2 0.4 -
5/06/10 -0.4 -0.1 -0.3 -1.1 -2.7 -
6/06/10 0.1 -0.2 -0.5 -2.2 0.2 -
20/06/10 0.1 2.6 0.5 1.2 0.8 FATHER’S DAY
2/07/10 -3.3 -0.9 -0.8 -2.2 -0.3 -
11/07/10 -0.1 1.4 1.3 2.1 0.6 -
12/07/10 -0.4 -0.4 -0.4 -3.1 -1.2 -
16/07/10 0.2 0.4 1.5 -2.6 -0.4 -
2/08/10 0.2 0.1 2.2 -0.9 0.4 -
6/08/10 -0.2 0.8 1.5 -1.4 -2.4 -
9/08/10 1.7 -0.2 -0.2 -0.4 2.5 -
11/08/10 0.2 0.3 0.2 -2.1 -1 -
18/08/10 -0.4 0.3 0.2 -0.3 -2.1 -
20/08/10 0.1 0.9 0.5 -0.9 3.4 -
28/08/10 -0.7 0.1 0.3 0.3 -3.3 -
3/09/10 0.1 0.8 2.3 -0.7 -1.2 -
9/09/10 3.8 -0.6 -1.3 1.2 -0.2 -
13/09/10 -0.1 3.6 2.5 1.9 2.2 -
3/10/10 -0.8 0 -0.5 -0.2 -2 -
26/10/10 -2.7 0.3 -1.3 0 0.1 TORNADO
29/10/10 -0.4 -0.2 0.9 0.8 2 -
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Table 8: Standardised Residual (z-score) outliers mapped against key events

Date a(t) b1(t) b2(t) c1(t) c2(t) Event
1/11/10 -0.9 -0.8 -3.2 2.4 0.6 -
2/11/10 0.1 0.1 0.8 -0.9 -2 -
8/11/10 -1.9 -0.7 -1.9 -2.1 0.1 -
16/11/10 -0.2 0.3 0.5 -2.5 0.8 -
21/11/10 -0.3 -1.1 0.6 -2.2 -1.1 -
22/11/10 0.4 3 0.5 -0.9 2.2 -
25/11/10 1.4 9.9 5.6 1.6 1.3 THANKSGIVING
26/11/10 -1.1 -3 -3 0.7 -0.6 Post Thanksgiving drop / mean-reversion?
29/11/10 -2 -0.8 -1.4 1 -0.3 -
7/12/10 1.8 0.2 1 2.1 2.1 -
12/12/10 -0.3 -0.3 -2.3 -0.1 -0.1 -
13/12/10 0.2 0.1 1.3 -0.6 -2.2 -
16/12/10 -0.4 0.3 -0.7 2.9 0.7 -
20/12/10 2.2 0.8 2.8 0.7 1.9 -
22/12/10 1.1 0.2 2.2 0.4 -0.6 -
24/12/10 5.4 1.2 1.6 1.9 0.1 CHRISTMAS EVE
25/12/10 3.4 4.3 2.6 2.2 1.4 CHRISTMAS DAY
26/12/10 -2.7 0.6 0.2 0.1 0.3 Post Christmas drop / mean-reversion?
27/12/10 1 -2.3 0.7 0.9 0.3 Post Christmas drop / mean-reversion?
29/12/10 0.3 1 0.1 4.7 3.1 -
31/12/10 4.6 2.8 2 1.6 2 NEW YEAR HOLIDAY
1/01/11 1.2 3.5 0.6 1.2 -0.5 NEW YEAR HOLIDAY
2/01/11 -3.5 -2.5 -1.3 -1.1 -1 Post New Year drop / mean-reversion?
7/01/11 -2 -0.4 -1.8 -0.9 -1.6 -
14/01/11 -0.2 -1.7 0.6 3.1 -0.3 -
17/01/11 -0.2 0.2 -0.4 0.1 -3.4 -
9/02/11 0.1 -0.8 0.3 0.7 2.1 -
14/02/11 1.9 2.5 -1.6 2.3 1.8 VALENTINE’S DAY
17/02/11 -0.1 -0.4 0.3 -0.6 -4.2 -
21/02/11 -0.3 -1 0.2 2.9 0.2 -
28/02/11 -0.4 2.4 -1.3 0.1 0.8 -
5/03/11 0.5 0 0.5 -3.5 0 -
11/03/11 -9.8 -3.2 -7.5 -0.2 0.7 Earthquake: 9, Japan
12/03/11 2.7 0.3 2.7 0.5 0.9 Fukushima melts / mean-reversion?
18/03/11 2 0 -0.3 -0.5 1.4 -
20/03/11 0.4 -2.1 1 0.2 0.6 -
21/03/11 0.3 -2.4 1 1.4 1.9 -
1/04/11 -0.2 -2.7 -0.9 0.8 -0.3 -
19/04/11 0 -0.3 0.3 0.4 2.3 -
30/04/11 -0.5 -0.8 -2 -0.3 -0.4 -
2/05/11 -0.1 0.1 -2 1.4 2.3 BIN LADEN DEATH
6/05/11 -1.3 -1.4 -2.5 -0.6 -0.7 -
8/05/11 1 0.4 -0.4 3 0.1 -
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Table 9: Two-tailed p-values of Kendall’s Zτα for various indices and lags of Twitter Sentiment Index
Residuals

Index Lags
Twitter Sentiment Index Residuals

a(t) b1(t) b2(t) c1(t) c2(t)

Gold

1 0.9326 0.8327 0.7439 0.9553 0.4330
2 0.5057 0.6073 0.4483 0.5575 0.9351
3 0.9398 0.4126 0.5722 0.3326 0.7776
4 0.8953 0.6708 0.2418 0.6524 0.7326
5 0.6613 0.7620 0.5330 0.4363 0.9286
6 0.6532 0.5207 0.6132 0.1214ˆ 0.2382
7 0.1425ˆ 0.9064 0.1783ˆ 0.7408 0.4798
8 0.5051 0.7948 0.6123 0.4282 0.7924
9 0.3062 0.9822 0.8170 0.5474 0.7485
10 0.2381 0.1261ˆ 0.9668 0.9890 0.3669

Oil - Cushing, OK WTI

1 0.8331 0.4221 0.7227 0.1045ˆ 0.2279
2 0.6291 0.6272 0.2246 0.4357 0.4696
3 0.1045ˆ 0.2239 0.0617* 0.7833 0.8927
4 0.5425 0.2260 0.4874 0.9847 0.9978
5 0.5431 0.5753 0.3531 0.9064 0.4439
6 0.7801 0.6850 0.7173 0.4477 0.0720*
7 1.0000 0.8406 0.6272 0.4585 0.6749
8 0.7160 0.4659 0.1558ˆ 0.7844 0.9978
9 0.8071 0.5682 0.4639 0.3725 0.2392
10 0.9022 0.2051ˆ 0.9673 0.2937 0.2831

Oil - Europe Brent

1 0.9142 0.4972 0.3961 0.2713 0.3039
2 0.3921 0.8906 0.9255 0.0786* 0.6030
3 0.4343 0.5682 0.4911 0.6601 0.5889
4 0.2914 0.2846 0.9147 0.6865 0.5639
5 0.9978 0.2208ˆ 0.5480 0.8316 0.1887
6 0.9319 0.6617 0.5395 0.4978 0.5425
7 0.0906* 0.5292 0.8172 0.4419 0.6697
8 0.3530 0.8714 0.2102ˆ 0.7087 0.5602
9 0.3275 0.4134 0.8524 0.8262 0.1526ˆ
10 0.9631 0.8318 0.5258 0.8672 0.8127

Dow Jones Industrial Average

1 0.1550ˆ 0.7841 0.8396 0.4329 0.6796
2 0.8274 0.6668 0.3727 0.3726 0.3786
3 0.8258 0.4106 0.5859 0.5365 0.9627
4 0.9912 0.1838ˆ 0.9714 0.5437 0.1022ˆ
5 0.8100 0.7468 0.8444 0.6876 0.5880
6 0.5268 0.9077 0.7214 0.3957 0.0587*
7 0.2521 0.5031 0.7363 0.2986 0.4562
8 0.5480 0.7538 0.4874 0.6876 0.7409
9 0.1888ˆ 0.7358 0.6331 0.1698 0.1140ˆ
10 0.8698 0.1755ˆ 0.8892 0.4518 0.5774

S&P 500 Index

1 0.4918 0.8420 0.7859 0.3906 0.4041
2 0.8881 0.8881 0.1955ˆ 0.5115 0.2708
3 0.3192 0.8001 0.9824 0.4218 0.9693
4 0.9890 0.3099 0.6063 0.4274 0.1841
5 0.3735 0.6232 0.7738 0.3792 0.6906
6 0.7993 0.5401 0.4456 0.4743 0.0792*
7 0.1918ˆ 0.5013 0.6193 0.3248 0.4562
8 0.3132 0.8624 0.9714 0.9390 0.2850
9 0.0598* 0.2997 0.6767 0.1238ˆ 0.2180
10 0.6483 0.2031ˆ 0.7022 0.4535 0.4002

*** Significant at a 1% level of significance
** Significant at a 5% level of significance
* Significant at a 10% level of significance
ˆ Significant at least at a 10% level of significance based on Stata’s less
conservative continuity corrected Kendall’s tau test of independance
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Table 10: Two-tailed p-values of Kendall’s Zτα for Gallup Daily: U.S. Economic Outlook and lags of
Twitter Sentiment Index Residuals

Index Lags
Twitter Sentiment Index Residuals

a(t) b1(t) b2(t) c1(t) c2(t)

Gallup Daily: U.S. Economic Outlook

1 0.8653 0.7622 0.7622 0.6328 0.7120
2 0.9445 0.7857 0.7883 0.3228 0.4988
3 0.7887 0.9974 0.4566 0.8109 0.6865
4 0.3092 0.4964 0.4555 0.5604 0.3076
5 0.2635 0.2769 0.8123 0.4926 0.8123
6 0.9737 0.4157 0.7590 0.1934ˆ 0.7590
7 0.8381 0.5188 0.5867 0.5139 0.3772
8 0.7849 0.7600 0.9449 0.7570 0.6335
9 0.5860 0.5618 1.0000 0.9172 0.2745
10 0.2464 0.9192 1.0000 0.6521 0.5800

*** Significant at a 1% level of significance
** Significant at a 5% level of significance
* Significant at a 10% level of significance
ˆ Significant at least at a 10% level of significance based on Stata’s less
conservative continuity corrected Kendall’s tau test of independance
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Table 11: 10-lag Vector Autoregression Results - Gold Returns

N 348 347 348 342 348
Regressand: ∆Pt

a(·) b1(·) b2(·) c1(·) c2(·)

xt−1
-0.00108 ** -0.00062 -0.00052 -0.00066 -0.0001
(0.00051) (0.00053) (0.00049) (0.0005) (0.00051)

xt−2
0.00039 -0.0005 -0.00008 0.0002 -0.00017
(0.00051) (0.00053) (0.00049) (0.0005) (0.00051)

xt−3
0.00003 -0.00007 -0.00047 0.00091 * -0.00029
(0.00051) (0.00053) (0.00049) (0.0005) (0.00051)

xt−4
0.00013 -0.00003 0.00056 -0.00019 0.0005
(0.00051) (0.00054) (0.00049) (0.0005) (0.00052)

xt−5
-0.00032 0.00057 -0.00017 -0.00004 0.00033
(0.00051) (0.00054) (0.00049) (0.0005) (0.00051)

xt−6
0.00051 0.00073 0.00038 0.00065 0.00094 *
(0.00051) (0.00054) (0.00049) (0.0005) (0.00051)

xt−7
-0.00011 0.00067 0.0011 ** -0.00018 -0.00037
(0.00051) (0.00054) (0.00048) (0.0005) (0.00051)

xt−8
-0.00044 -0.00048 -0.00039 -0.0004 0.00048
(0.00051) (0.00052) (0.00049) (0.0005) (0.00051)

xt−9
0.00052 0.00004 -0.00017 0.00017 0.00046
(0.0005) (0.00052) (0.00048) (0.00049) (0.00051)

xt−10
-0.00008 0.00031 0.00034 -0.00027 0.0003
(0.0005) (0.00052) (0.00048) (0.00049) (0.00051)

Regressand: xt

a(·) b1(·) b2(·) c1(·) c2(·)

∆Pt−1
4.26099 -4.92375 4.50771 -4.59339 14.80845 ***
(5.64643) (5.4134) (5.8157) (5.77134) (5.59726)

∆Pt−2
4.14252 3.65252 8.80007 -6.91902 2.04383
(5.60988) (5.40465) (5.79366) (5.78386) (5.60614)

∆Pt−3
3.81444 2.9074 8.4311 5.17748 6.44638
(5.62075) (5.41337) (5.82169) (5.75242) (5.61548)

∆Pt−4
-2.80186 -2.45705 -11.29222 * 0.26164 -2.62495
(5.64281) (5.41013) (5.81467) (5.77614) (5.63979)

∆Pt−5
-5.4369 4.21706 -4.03035 7.2561 12.58658 **

(5.62902) (5.3835) (5.83026) (5.72995) (5.5997)

∆Pt−6
-3.04558 -5.36623 -8.65138 -9.11818 -4.60996
(5.63966) (5.39265) (5.83179) (5.74874) (5.63918)

∆Pt−7
-11.59828 ** -2.09629 -12.55785 ** -15.73625 *** 3.83053
(5.58541) (5.32542) (5.76557) (5.8213) (5.56404)

∆Pt−8
-5.15097 -5.37677 -11.78321 ** -1.71944 -3.422
(5.61505) (5.32507) (5.80058) (5.76531) (5.57091)

∆Pt−9
5.65557 8.88629 * 10.0187 * -0.09831 3.27745
(5.61799) (5.33231) (5.84015) (5.76602) (5.57277)

∆Pt−10
-1.79162 -1.91073 -8.3549 1.90058 0.95294
(5.55596) (5.33665) (5.83223) (5.75916) (5.55517)

*** Significant at a 1% level of significance
** Significant at a 5% level of significance
* Significant at a 10% level of significance
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Table 12: 10-lag Vector Autoregression Results - Oil - Cushing, OK WTI Returns

N 336 335 336 330 336
Regressand: ∆Pt

a(·) b1(·) b2(·) c1(·) c2(·)

xt−1
0.00025 0.00083 -0.00032 -0.00009 -0.0007
(0.00111) (0.00111) (0.00102) (0.00107) (0.00108)

xt−2
-0.00042 -0.00106 -0.00018 -0.00102 -0.00258 **
(0.00111) (0.00111) (0.00102) (0.00107) (0.00107)

xt−3
-0.00007 0.0001 0.00027 0.00022 -0.00061
(0.00112) (0.00111) (0.00101) (0.00107) (0.00108)

xt−4
-0.002 * -0.00007 0.00009 0.00065 0.00106
(0.00111) (0.00111) (0.00102) (0.00107) (0.00108)

xt−5
0.00069 0.00179 -0.00041 0.00188 * 0.00117
(0.00111) (0.00112) (0.00102) (0.00107) (0.00108)

xt−6
-0.00008 0.00143 0.00034 -0.00046 0.00038
(0.00111) (0.00112) (0.00101) (0.00107) (0.00109)

xt−7
0.00037 -0.00064 -0.00045 -0.00061 -0.00106
(0.00111) (0.00112) (0.00101) (0.00107) (0.00109)

xt−8
-0.0006 -0.00076 -0.00127 0 0.00202 *

(0.00111) (0.00112) (0.00101) (0.00107) (0.00107)

xt−9
0.00114 0.0005 0.00206 ** 0.00101 0
(0.00109) (0.00111) (0.00101) (0.00107) (0.00107)

xt−10
-0.00102 -0.00071 -0.00049 0.00084 -0.00087
(0.00109) (0.00111) (0.00101) (0.00107) (0.00107)

Regressand: xt

a(·) b1(·) b2(·) c1(·) c2(·)

∆Pt−1
3.21834 1.79411 2.6559 1.35108 3.02086
(2.65734) (2.68045) (2.92458) (2.80446) (2.75844)

∆Pt−2
0.36161 -2.94876 1.13474 1.3821 2.53533
(2.67082) (2.68689) (2.92739) (2.81437) (2.76989)

∆Pt−3
2.2837 -0.43816 2.04144 1.55518 3.52837

(2.68865) (2.7067) (2.93113) (2.83053) (2.78324)

∆Pt−4
0.21136 0.80293 0.34341 1.72999 0.32826
(2.69159) (2.70515) (2.93262) (2.83032) (2.77752)

∆Pt−5
-1.18554 1.2839 -3.53233 -0.81257 3.40842
(2.69396) (2.70146) (2.93627) (2.82986) (2.78181)

∆Pt−6
-2.14819 -1.01282 -2.97919 -4.82891 * -0.83024
(2.68597) (2.69267) (2.93498) (2.81916) (2.7765)

∆Pt−7
-2.21527 -0.63535 2.13233 -1.952 7.04755 **
(2.67871) (2.69461) (2.94149) (2.826) (2.77625)

∆Pt−8
0.42762 -1.52876 -5.5416 * 1.02321 0.89487
(2.70913) (2.72484) (2.97245) (2.87077) (2.83206)

∆Pt−9
0.31671 -1.38293 0.4185 -2.26064 3.98447
(2.72087) (2.73007) (3.00518) (2.87343) (2.81951)

∆Pt−10
0.47676 3.13331 0.71042 5.59424 * 0.07163
(2.7219) (2.72825) (3.00638) (2.87158) (2.82269)

*** Significant at a 1% level of significance
** Significant at a 5% level of significance
* Significant at a 10% level of significance
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Table 13: 10-lag Vector Autoregression Results - Oil - Europe Brent Returns

N 334 333 334 328 334
Regressand: ∆Pt

a(·) b1(·) b2(·) c1(·) c2(·)

xt−1
0.00049 0.00101 0.00082 -0.00045 -0.00061
(0.00106) (0.00105) (0.00097) (0.00101) (0.00102)

xt−2
-0.00063 -0.00091 0.00004 0.00062 -0.0013
(0.00106) (0.00105) (0.00096) (0.00101) (0.00102)

xt−3
-0.00006 0.00037 -0.00036 0.00104 -0.00108
(0.00107) (0.00106) (0.00096) (0.00101) (0.00101)

xt−4
-0.00101 0.00089 0.00073 0.00081 0.00088
(0.00106) (0.00106) (0.00096) (0.00101) (0.00103)

xt−5
-0.00031 0.0006 -0.00037 0.00156 0.00123
(0.00106) (0.00106) (0.00096) (0.00101) (0.00103)

xt−6
0.00042 0.00061 -0.00014 0.00005 0.00066
(0.00106) (0.00106) (0.00096) (0.00102) (0.00103)

xt−7
0.00141 0.00018 -0.00003 -0.00017 -0.00142
(0.00106) (0.00106) (0.00096) (0.00102) (0.00103)

xt−8
-0.00119 -0.00062 -0.00156 * -0.00111 -0.00021
(0.00105) (0.00106) (0.00095) (0.00101) (0.00102)

xt−9
0.00061 0.00138 0.00127 0.00091 0.00114
(0.00103) (0.00105) (0.00095) (0.00101) (0.00101)

xt−10
-0.00024 -0.00096 0.00017 0.00146 0.00067
(0.00103) (0.00105) (0.00095) (0.00101) (0.00101)

Regressand: xt

a(·) b1(·) b2(·) c1(·) c2(·)

∆Pt−1
4.01586 2.34697 3.63684 4.34873 4.93118 *
(2.78523) (2.83451) (3.06799) (2.9687) (2.93382)

∆Pt−2
-3.13135 -4.67506 * -2.24666 0.53277 2.22755
(2.79122) (2.82913) (3.0697) (2.97369) (2.94126)

∆Pt−3
6.41627 ** 1.24523 6.28107 ** 5.48907 * 2.73249
(2.79567) (2.83985) (3.06011) (2.96978) (2.94858)

∆Pt−4
-3.01972 -1.43924 -0.95393 -0.76703 -0.24211
(2.83581) (2.85687) (3.10129) (3.00839) (2.96705)

∆Pt−5
-0.75271 0.2777 -5.75945 * -1.98236 5.13673 *
(2.8443) (2.85813) (3.10429) (3.00513) (2.96707)

∆Pt−6
-0.34476 -1.29224 2.81509 -5.1295 * -0.47711
(2.84386) (2.85825) (3.12083) (2.99501) (2.9754)

∆Pt−7
-0.90608 -1.60675 -2.99145 -3.01153 4.27045
(2.84237) (2.86357) (3.12867) (3.01301) (2.97815)

∆Pt−8
-0.13712 -2.02181 -2.58627 4.05855 1.45469
(2.84453) (2.86814) (3.13604) (3.01282) (2.98158)

∆Pt−9
-0.59977 1.51038 -2.73049 0.66406 3.07656
(2.86929) (2.88587) (3.16976) (3.04155) (2.9981)

∆Pt−10
3.05879 4.46819 4.52526 2.14321 -0.19838
(2.86997) (2.88286) (3.17149) (3.03991) (2.99838)

*** Significant at a 1% level of significance
** Significant at a 5% level of significance
* Significant at a 10% level of significance
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Table 14: 10-lag Vector Autoregression Results - S&P 500 Index Returns

N 336 335 336 330 336
Regressand: ∆Pt

a(·) b1(·) b2(·) c1(·) c2(·)

xt−1
0.00039 -0.00011 0.00022 0.00062 0.00042
(0.0006) (0.00071) (0.00057) (0.00058) (0.00058)

xt−2
-0.00034 -0.00025 0.0005 0.00006 -0.00023
(0.0006) (0.00071) (0.00057) (0.00058) (0.00058)

xt−3
0.00078 0.00087 0.00011 0.00096 * 0.00006
(0.0006) (0.00072) (0.00057) (0.00058) (0.00058)

xt−4
-0.0004 -0.00063 -0.00009 0.00045 0.00069
(0.0006) (0.00071) (0.00057) (0.00058) (0.00058)

xt−5
0.00033 0.00009 0.00012 0.00069 -0.00006
(0.0006) (0.00071) (0.00057) (0.00057) (0.00059)

xt−6
-0.00104 * 0.00009 -0.00034 -0.0006 -0.00033
(0.0006) (0.00072) (0.00057) (0.00058) (0.00058)

xt−7
0.00052 -0.00059 -0.00039 -0.00143 ** 0.00093
(0.0006) (0.00071) (0.00057) (0.00058) (0.00058)

xt−8
-0.00017 -0.00023 -0.00071 0.00056 0.00097 *
(0.0006) (0.00071) (0.00057) (0.00058) (0.00058)

xt−9
-0.00003 0.00107 0.00023 0.00053 -0.00022
(0.00059) (0.0007) (0.00056) (0.00058) (0.00058)

xt−10
-0.00048 -0.00114 0.00033 -0.00061 -0.00068
(0.00058) (0.00071) (0.00056) (0.00058) (0.00058)

Regressand: xt

a(·) b1(·) b2(·) c1(·) c2(·)

∆Pt−1
-0.66363 -1.92101 -4.98098 5.43047 -2.13716
(4.95669) (4.20778) (5.18375) (5.30106) (5.10977)

∆Pt−2
3.24652 0.31778 10.80593 ** 4.19866 -4.19142
(4.94834) (4.19399) (5.18507) (5.30137) (5.10618)

∆Pt−3
1.35638 -1.61496 1.25349 9.84019 * 10.80156 **
(4.93867) (4.17629) (5.18565) (5.2965) (5.07605)

∆Pt−4
0.61597 -8.28954 ** -3.41769 0.80672 -0.1057
(4.93115) (4.16971) (5.17431) (5.26649) (5.09136)

∆Pt−5
2.70315 -0.52946 -6.12746 -3.50188 8.18278
(4.89279) (4.18361) (5.16067) (5.20414) (5.08106)

∆Pt−6
-6.15845 2.28406 -4.00335 7.01511 -1.62285
(4.89862) (4.18815) (5.17511) (5.21258) (5.1045)

∆Pt−7
-0.70786 4.32796 1.29655 3.30645 3.14424
(4.92222) (4.19799) (5.18972) (5.26836) (5.10609)

∆Pt−8
7.18465 -0.81655 3.8928 3.3283 1.25249
(4.91583) (4.19923) (5.18289) (5.27108) (5.0999)

∆Pt−9
-1.08749 -2.24726 -2.6968 0.5764 -5.03807
(4.95332) (4.21749) (5.19901) (5.26613) (5.11637)

∆Pt−10
-2.74161 2.89002 5.09933 -5.18564 0.14289
(4.94532) (4.21863) (5.2017) (5.25297) (5.12272)

*** Significant at a 1% level of significance
** Significant at a 5% level of significance
* Significant at a 10% level of significance
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Table 15: 10-lag Vector Autoregression Results - Dow Jones Index Returns

N 336 335 336 330 336
Regressand: ∆Pt

a(·) b1(·) b2(·) c1(·) c2(·)

xt−1
0.00038 -0.00009 0.00023 0.00057 0.00029
(0.00054) (0.00064) (0.00052) (0.00052) (0.00052)

xt−2
-0.00032 -0.00018 0.00051 -0.00001 -0.00016
(0.00054) (0.00064) (0.00051) (0.00052) (0.00052)

xt−3
0.00077 0.00082 0.00022 0.00103 ** 0.00017
(0.00054) (0.00065) (0.00051) (0.00052) (0.00052)

xt−4
-0.00034 -0.00051 -0.00009 0.00032 0.00081
(0.00054) (0.00065) (0.00052) (0.00052) (0.00053)

xt−5
0.00038 0 0.00014 0.00061 -0.00009
(0.00054) (0.00065) (0.00052) (0.00052) (0.00053)

xt−6
-0.00101 * 0.00013 -0.00029 -0.00044 -0.00025
(0.00054) (0.00065) (0.00052) (0.00052) (0.00053)

xt−7
0.00041 -0.00041 -0.00035 -0.00125 ** 0.00091 *
(0.00054) (0.00064) (0.00051) (0.00052) (0.00053)

xt−8
-0.00013 -0.00045 -0.00061 0.00038 0.00089 *
(0.00054) (0.00064) (0.00051) (0.00052) (0.00052)

xt−9
0.00003 0.00102 0.00011 0.00028 -0.00041
(0.00053) (0.00064) (0.00051) (0.00052) (0.00052)

xt−10
-0.00053 -0.00098 0.00013 -0.00054 -0.00062
(0.00053) (0.00064) (0.00051) (0.00052) (0.00052)

Regressand: xt

a(·) b1(·) b2(·) c1(·) c2(·)

∆Pt−1
0.36606 -2.73568 -3.40094 6.92901 -0.91429
(5.50313) (4.67621) (5.76518) (5.86757) (5.69366)

∆Pt−2
1.59604 0.38906 11.11005 * 5.32104 -4.90179
(5.50171) (4.66357) (5.76926) (5.87646) (5.69135)

∆Pt−3
0.73458 -1.3373 -0.86281 12.08714 ** 11.8466 **
(5.47571) (4.63133) (5.75834) (5.87445) (5.64907)

∆Pt−4
-0.29693 -9.71012 ** -3.24021 0.70904 1.30067
(5.47191) (4.62946) (5.74995) (5.8536) (5.66725)

∆Pt−5
5.07739 0.08841 -5.70893 -3.49058 8.61133
(5.41977) (4.64113) (5.72722) (5.76751) (5.64802)

∆Pt−6
-7.6985 4.13688 -3.86413 4.94291 -2.37666

(5.43102) (4.64552) (5.74128) (5.77931) (5.6739)

∆Pt−7
-1.15618 3.25379 1.21381 3.56517 1.84066
(5.47074) (4.66813) (5.76357) (5.85207) (5.67847)

∆Pt−8
7.04541 -3.61432 2.93205 4.74737 0.61352
(5.46064) (4.66318) (5.75464) (5.85249) (5.66723)

∆Pt−9
-2.74851 -3.98227 -5.12263 -0.61793 -4.2958
(5.49542) (4.69178) (5.76393) (5.84819) (5.68435)

∆Pt−10
-2.74647 2.03646 6.19771 -4.72341 -0.24282
(5.48648) (4.69368) (5.76891) (5.82977) (5.68576)

*** Significant at a 1% level of significance
** Significant at a 5% level of significance
* Significant at a 10% level of significance
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Table 16: 10-lag Vector Autoregression Results - Gallup Daily: U.S. Economic Outlook

N 488 487 488 479 488
Regressand: ∆Pt

a(·) b1(·) b2(·) c1(·) c2(·)

xt−1
0.00609 0.06214 0.02406 0.09958 0.06699
(0.06236) (0.06202) (0.06137) (0.06187) (0.06221)

xt−2
0.03585 -0.05489 -0.05198 0.07284 -0.00026
(0.06225) (0.06198) (0.06149) (0.06178) (0.06241)

xt−3
0.01571 0.08847 0.03698 0.00564 0.00787
(0.06203) (0.06203) (0.06162) (0.06208) (0.06213)

xt−4
0.13872 ** 0.13425 ** 0.15214 ** -0.01298 -0.09507
(0.06211) (0.06191) (0.06159) (0.06235) (0.06196)

xt−5
0.06157 -0.09345 -0.04202 0.09331 -0.03278
(0.06236) (0.06202) (0.06189) (0.06251) (0.06206)

xt−6
0.0251 0.1212 * 0.02615 0.07246 0.01203
(0.0619) (0.06203) (0.06143) (0.06286) (0.06129)

xt−7
0.02497 -0.12405 ** -0.03858 -0.0641 0.02177
(0.06128) (0.06178) (0.06116) (0.06251) (0.06105)

xt−8
0.03637 -0.04251 -0.01947 0.06168 0.05061
(0.06099) (0.06081) (0.06089) (0.06233) (0.06082)

xt−9
-0.07827 -0.01675 -0.03504 -0.02379 0.001
(0.06001) (0.06042) (0.06023) (0.06175) (0.0608)

xt−10
0.03608 0.08043 0.01113 0.08575 0.02162
(0.06011) (0.0606) (0.06029) (0.06161) (0.06075)

Regressand: xt

a(·) b1(·) b2(·) c1(·) c2(·)

∆Pt−1
-0.0179 -0.01139 0.01181 0.01446 0.03641

(0.03273) (0.03291) (0.03332) (0.03355) (0.0328)

∆Pt−2
0.03254 0.01518 0.04755 -0.00218 -0.01363
(0.0327) (0.03293) (0.03334) (0.03355) (0.03285)

∆Pt−3
-0.03081 0.00076 -0.05021 0.05103 0.04265
(0.0327) (0.03291) (0.03341) (0.03351) (0.03282)

∆Pt−4
0.0379 0.02384 0.03343 -0.00057 0.01822

(0.03266) (0.03276) (0.03339) (0.03358) (0.03281)

∆Pt−5
-0.02544 0.04214 -0.03011 -0.02134 -0.02932
(0.03262) (0.03261) (0.03335) (0.03345) (0.03275)

∆Pt−6
0.0355 0.04906 -0.01372 0.02937 -0.00413

(0.03236) (0.03224) (0.03312) (0.03344) (0.03251)

∆Pt−7
-0.02478 -0.05833 * -0.03728 0.02262 -0.05477 *
(0.03234) (0.03228) (0.03301) (0.03321) (0.03249)

∆Pt−8
-0.04192 -0.05026 -0.02526 0.00427 -0.07913 **
(0.03243) (0.03234) (0.03312) (0.03328) (0.03266)

∆Pt−9
0.01728 0.01629 0.01617 0.04315 -0.03817
(0.03231) (0.03223) (0.03294) (0.03311) (0.03267)

∆Pt−10
-0.00177 -0.05461 * 0.02885 -0.00896 0.02597
(0.03227) (0.03213) (0.03289) (0.0329) (0.03262)

*** Significant at a 1% level of significance
** Significant at a 5% level of significance
* Significant at a 10% level of significance
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