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Abstract

Models of the yield curve can be decomposed into those which impose no-

arbitrage restrictions, and those which do not. Because bonds typically trade

in deep, well-organised markets, no-arbitrage restrictions are theoretically well-

motivated and could be expected to improve forecasting performance in term

structure models. However, in practice it is often found that arbitrage-free models

exhibit worse empirical performance than models which allow arbitrage.

This thesis examines the role of no-arbitrage restrictions in term structure

models using a Markov switching approach in which no-arbitrage restrictions are

imposed in some regimes and relaxed in others. Two well known yield curve

models (the dynamic Nelson-Siegel model and its arbitrage-free analogue) are

combined into a single state-space model in which yields depend on only one

of the two models at any point in time. The timing of switches is modelled

endogenously, and the probability of the no-arbitrage regime being active in a

given period is estimated. By examining the features of these data during regimes

in which no-arbitrage restrictions are more or less likely to be active, the utility

of these restrictions can be better understood.

The model is estimated on US Treasury yields from 1970-2000 using Markov

Chain Monte Carlo methods. The results of this exercise indicate that the

arbitrage-free Nelson-Siegel model is flexible enough to fit a range of observed

yield curve shapes. However, the effect of the no-arbitrage restrictions on regime

identification was difficult to distinguish from the effect of structural breaks in

the data, partly due to insufficient heterogeneity between the two models used.

A further contribution is a robustness check of the the recently developed

arbitrage-free Nelson-Siegel model, using a different estimation technique and a

longer data series. It was found that carefully chosen priors were required to

generate reasonable results in this model.
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1 Introduction

The term structure of interest rates is a description of the relationship between the

interest rate and the term to maturity on a zero-coupon bond. The yield curve is a plot

of this relationship for a particular class of bonds, such as US Treasuries, measured at

a particular point in time. Given that long-term rates are partly determined by expec-

tations of future short-term rates, the yield curve contains valuable information about

market expectations of future economic conditions. Reliable modelling and forecast-

ing of the yield curve is thus essential for firms and governments attempting to make

informed decisions about future investments; for governments choosing the maturity

at which to issue new debt; and for central banks and financial market practitioners

seeking to predict how a monetary policy decision will affect interest rates at differ-

ent maturities. This thesis examines competing techniques used to model the yield

curve for US Treasuries, and looks to isolate and investigate the effect of imposing the

theoretically appealing no-arbitrage condition on these models.

The US Treasury market is a large and highly liquid market: over $2 trillion of new

US Treasury securities were issued in 2011; and daily trading activity averages more

than $500 billion on primary markets alone (SIFMA, 2012). This liquidity means that

investors are able to move in and out of large trading positions without inducing large

shocks to the prices of particular securities. As a result, exploitable pricing abnormal-

ities in the US Treasury market are likely to be rare and short-lived. It is reasonable

to expect that the prices of bonds at different points on the yield curve are internally

consistent at any point in time, in that the risk-adjusted returns on bonds of different

maturities should be the same.1 The no-arbitrage principle formalises this intuition,

proposing that it is not possible for an agent to buy and sell certain combinations of

bonds to yield a portfolio with lower risk and equal or better return than any individual

bond available for sale.

Arbitrage-free models of the yield curve impose cross-sectional and dynamic restrictions

on the fitted yields to ensure the no-arbitrage condition is satisfied in every period.

These restrictions typically consist of a constant or time-varying term acting on yields,

where the term is a function of maturity and possibly other parameters in the model.

Given that observable yields should satisfy the no-arbitrage condition, these restric-

1 Since the yield curve changes over time, the future realised return on a bond sold prior to maturity
(at some future date t+T ) is unknown at time t. The expected yield on a longer-maturity bond is thus
less certain than the return realised by holding a shorter-maturity bond to maturity, so long yields
typically exhibit positive premia as compensation for risk.
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tions could be expected to result in improved in-sample fit and forecasting performance

relative to models which do not impose the restrictions. However, empirical evidence

suggests that this is typically not the case, at least for US Treasury yields (for example,

Duffee, 2002).

This thesis explores the effect of no-arbitrage restrictions on the in-sample fit of a

particular class of term structure models. A regime-switching approach is used to allow

no-arbitrage restrictions to switch on and off, depending on the realisations of a binary

switching variable following a Markov process. The no-arbitrage restrictions are likely

to be active in a given regime if they improve model fit in that regime; and are less likely

to be active if they degrade model fit over that regime. By examining the behaviour of

yields in each of these regimes, the features of the data associated with better or worse

performance for no-arbitrage models can be assessed.

A complication of this approach is that no-arbitrage restrictions are often a function of

the model’s parameters, and cannot be easily switched on and off without potentially

biasing the estimates of model parameters in one or both regimes. That is, an arbitrage-

free model without the associated restrictions may not be well defined. To solve this

problem, the regimes in this thesis correspond to two distinct but similarly parametrized

models: the dynamic Nelson-Siegel model (Nelson and Siegel, 1987; Diebold and Li,

2006) and its arbitrage-free analogue (Christensen et al., 2011). These models are both

dynamic factor models with the same (Nelson-Siegel) loading structure. However, one

model contains a ‘yield-adjustment term’ which enforces the no-arbitrage condition,

while the other does not.

The two models are combined into a single state-space model, with a switching variable

which determines the ‘active’ model at any given point. In this switching framework,

yields at any point in time are either modelled by the arbitrage-free model, or the

‘unrestricted’ model. Homogeneous models were used so that the observed regime

switching decisions could be attributed to differences in model fit caused by the presence

or absence of the no-arbitrage restrictions, as opposed to differences due to heterogeneity

in parametrizations. The unifying state-space form facilitates the use of pre-existing

Gibbs sampling (Bayesian) methods for estimating regime-switching state-space models.

The model is estimated on a series of US Treasury yields at 17 maturities, from 1970–

2000.

The results from a robust estimation of this model could be used to better understand

the reasons behind the observed poor empirical performance of arbitrage-free models.
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If regime-switching is directly attributable to the presence or absence of no-arbitrage

restrictions, patterns in the data resulting in better or worse fit for arbitrage-free models

can be observed.

In practice, structural breaks present in the data (most noticeably: high and low volatil-

ity regimes) made it difficult to explicitly identify the impact of the no-arbitrage re-

strictions on the regime-switching decision. In particular, the flexibility afforded by the

model-switching framework, combined with the flexibility of the individual model spec-

ifications, meant that both models were capable of adequately fitting either regime.

This was exacerbated by issues with the convergence of the Gibbs sampler, which

meant that the effects of the no-arbitrage restrictions on the regime decision could not

be definitively established.

Nevertheless, this thesis contains two potentially useful contributions. The first is the

specification and estimation of a model-switching framework designed to isolate and

examine the effect of no-arbitrage restrictions on in-sample fit in term structure models.

Suggestions are made on how this methodology can be extended to better handle the

problem of structural breaks in the data.

A secondary contribution involves assessing the robustness of the recently developed

arbitrage-free Nelson-Siegel model, by estimating the model on a longer series and

by using a different estimation technique (Gibbs sampling, as opposed to maximum

likelihood). It is found that this model can perform well in low-volatility regimes, but

exhibits relatively poor in-sample fit in other regimes.

The structure of this thesis is as follows. Section 2 provides an overview of the lit-

erature on yield curve modelling and regime-switching models. Section 3 describes

the dynamic Nelson-Siegel and arbitrage-free Nelson-Siegel models, and outlines the

regime-switching model which combines the two. Section 4 describes the Gibbs sam-

pling approach used to estimate the model. Section 5 describes the data, and section

6 contains the results from estimating each individual model and the regime-switching

model. Section 7 concludes.
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2 Literature Review

The theoretical and empirical literature on modelling and forecasting the yield curve

is vast. This literature can be broadly grouped into ‘classes’ of models based on the

assumptions on which the models are built. The models used in this thesis fall into the

affine class of term structure models. In this class, yields are assumed to be an affine

(linear plus a constant) function of a state vector of observable or latent (unobservable)

factors.2 Typically only a few factors are needed to provide a good fit to the data in

these models, since almost all of the variation in historical bond yields can be explained

by the first three principal components (Litterman and Scheinkman, 1991; Wright,

2011). This chapter will review the current state of research in the affine class of term

structure models, beginning with models which do not impose no-arbitrage restrictions.

For all sections, yt(τ) is used to denote the yield to maturity at time t on a zero-coupon,

risk-free bond maturing at time t+ τ .

2.1 The Nelson-Siegel Class

Considerable work has been done in modelling and forecasting the yield curve without

explicitly enforcing any no-arbitrage restrictions. The Nelson-Siegel model (Nelson and

Siegel, 1987; Siegel and Nelson, 1988) is the backbone for a great deal of successful

research in this area. In Nelson and Siegel (1987), the authors posited a forward rate

formula implying the following model for zero-coupon yields:

y(τ) = β0 + β1

(
1− exp(−τ/λ)

τ/λ

)
+ β2

(
1− exp(−τ/λ)

τ/λ
− exp(−τ/λ)

)
(2.1)

with parameters λ > 0, β0 > 0, β1, β2 which can be estimated via repeated OLS over

a grid search for values of λ.3 This simple functional form is highly flexible, and can

accommodate the most commonly observed yield curve ‘shapes’: monotonic, humped

and S-shaped.4 The model also has the feature that the yield curve approaches an

asymptote (β0) at a rate that is inversely proportional to maturity, which is a necessary

feature if forward rates are believed to “behave in a stable way with respect to maturity”

(Siegel and Nelson, 1988). Nelson and Siegel (1987) tested their model on U.S. Treasury

2Note that most definitions of the affine class require the models to satisfy the arbitrage-free con-
dition. The broader definition used above includes the arbitrage-free class as a subset.

3Note that the form used in the empirical analysis in Nelson and Siegel (1987) was a reparameter-
ization of (2.1), with parameters a = β0, b = β1 + β2 and c = −β2.

4See Wood (1983) for an historical overview of commonly observed yield curve shapes.

9



bill data, and found that the model could account for a very large proportion of the

variation in these data (median R2: 0.959) and could generate most observed yield

curve shapes.

The Nelson-Siegel model was extended to a more flexible form by Svensson (1994) by the

inclusion of an extra term in (2.1) which allows the curve to assume a ‘double-humped’

shape. This so-called Nelson-Siegel-Svensson model has the form:

y(τ) = β0 + β1

(
1− exp(−τ1/λ)

τ1/λ

)
+ β2

(
1− exp(−τ1/λ)

τ1/λ
− exp(−τ1/λ)

)
+β3

(
1− exp(−τ1/λ)

τ2/λ
− exp(−τ2/λ)

)
(2.2)

It is clear that (2.2) nests (2.1), and so the Svensson extension results in superior in-

sample fit. However, the model is highly non-linear, which can make estimation of the

parameters difficult (see Bolder and Stréliski, 1999).

There are many more alternative specifications in the Nelson-Siegel family; see De Pooter

(2007) for an overview of a two-factor specification used by Diebold et al. (2005); four-

factor and five-factor versions used by Björk and Christensen (1999); a three-factor,

five parameter version used by Bliss (1997); and an adjusted Svensson specification

used by De Pooter (2007). The Nelson-Siegel and Svensson-Nelson-Siegel specifications

remain the most widely used in practice however, particularly by central banks: nine

out of thirteen banks reporting their yield curve estimation methodology to the Bank

for International Settlements in 2005 were using one of these two models (BIS, 2005).

Notably, the U.S. Federal Reserve was reported to not use either method, opting for

a more complicated smoothing splines technique.5 The Reserve Bank of Australia was

not included in the BIS (2005) report, however the Bank’s published zero-coupon yield

series is estimated using a modified Merrill Lynch Exponential Spline methodology (Li

et al., 2001; Finlay and Chambers, 2009). Kalev (2004) estimated zero-coupon series for

Australia over the period 1992-2001 using two specifications of both the Nelson-Siegel

and Svensson-Nelson-Siegel models, finding the Svensson model to perform best based

on several different model selection criteria.

The most influential extension of the Nelson-Siegel model to date has been the dynamic

version proposed by Diebold and Li (2006), aptly named the dynamic Nelson-Siegel

(DNS) model. Diebold and Li reinterpreted the β coefficients in (2.1) as time-varying

5However, since the 2005 BIS report an extensive time series has been estimated on U.S. Treasury
securities using the Svensson model (see Gürkaynak et al., 2007).
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latent factors following an AR(1) process, allowing the Nelson-Siegel framework to be

used as a forecasting model. Further, a slight modification to the functional form

used in Nelson and Siegel (1987) gave these latent factors natural interpretations as

‘level’, ‘slope‘ and ‘curvature’ factors.6 The specification used by Diebold and Li (2006)

was:

yt(τ) = Lt + St

(
1− exp(−λtτ)

λtτ

)
+ Ct

(
1− exp(−λtτ)

λtτ
− exp(−λtτ)

)
(2.3)

where Lt, St and Ct follow some stochastic process, commonly chosen to be AR(1) or

VAR(1). It is clear that limτ→∞ yt(τ) = Lt, which gives rise to the interpretation of

Lt as the long-term or ‘level’ factor. Defining the slope as limτ→∞ yt(τ)− limτ→0 yt(τ),

we see the slope is given by −St. Finally, note that the loading on Ct means that it

has little effect on short and long-term yields but is positively related to medium-term

yields, and hence determines the ‘curvature’ of the yield curve.

Diebold and Li (2006) tested their model on unsmoothed Fama-Bliss data7 using a

two-step estimation procedure:

1. Fixing λ at the value which maximises the loading on Ct (λ = 0.0609), estimate

Lt, St and Ct in (2.3) for each t = 1, . . . , T using OLS.

2. Use the generated series of Lt, St and Ct estimates from step 1 to estimate an

AR(1) specification for each factor.

The DNS model did not produce significantly better one-month-ahead forecasts than a

random walk model based on Diebold-Mariano tests. However, the model produced bet-

ter one-year-ahead forecasts than ten competitor models in absolute RMSE terms, and

significantly better forecasts than seven of these models. Further, the model appears to

outperform the best ‘essentially affine’ arbitrage-free model considered in Duffee (2002)

in out-of-sample RMSE terms, relative to a random walk (see section 2.2). The DNS

model was also consistent with several stylised facts about the yield curve, most notably

greater persistence and lower volatility in long-term rates (the level factor) relative to

short-term rates.

The DNS model has since been extended in many directions. Using U.S. data, Diebold

et al. (2006b) considered the relationship between the latent level, slope and curvature

factors and three observable macroeconomic series representing real economic activity,

6 Litterman and Scheinkman (1991) first used these labels to describe the first three principal
components of yield data.

7See section 5 for information on this dataset.
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the monetary policy instrument and inflation. Variance decompositions revealed that

while most of the short-term variation in yields is unrelated to macroeconomic factors,

at a 60-month horizon around 40 percent of the variation in rates is associated with

variation in the macroeconomic series. In particular, much of the variation in yields

previously attributable to the slope factor could now be attributed to macro factors.

Diebold et al. (2006b) also improved on the two-step estimation technique used in

Diebold and Li (2006) by writing the model in state-space form (with a time-invariant

but unknown λ) and utilising the Kalman filter to conduct maximum likelihood esti-

mation. A similar estimation approach is used in this thesis (see Chapter 3).

Diebold et al. (2008) extended a two-factor DNS model to a four-country setting, in

which within-country factors can depend on ‘global’ factors. The state-space model

was estimated using Markov Chain Monte Carlo methods (Gibbs sampling) rather

than MLE, as the large number of parameters in the model (257) created difficulties

with numerical optimisation. These authors found evidence of ‘hierarchical linkage’:

country yields load off country level and slope factors, which (in most cases) load off

global level and slope factors. These estimated global level and slope factors reflect

movements in global inflation and real activity, similar to the conclusions of Diebold

et al. (2006b).

Of central importance to this thesis is the connection between the Nelson-Siegel family

and arbitrage-free models. Before discussing this relationship it is helpful to understand

some basic concepts behind affine arbitrage-free models and the current state of research

in this area. The next section begins by covering the basics of arbitrage-free bond pricing

in continuous time, following Piazzesi (2010) and Duffie (2001).

2.2 The Affine Arbitrage-free Class

Consider a risk-free bond paying one unit on maturity at time T . If the bond is

purchased at time t for P (t) and held to maturity, the bond’s return is fixed and equal

to yt(T − t), the yield to maturity. However, the price of the bond prior to maturity is

a random variable at time t. This means that, for example, holding a 10 year bond for

3 months is more risky than buying a 3 month bond and holding it to maturity, since

the return on the 10 year bond over a 3 month period is uncertain, while the return on

the 3 month bond is certain. Yields on longer maturity bonds should thus exhibit term

premia, as compensation for this risk. This premium may be constant or time-varying,

depending on the assumptions of a given model.

12



If the return on a bond is riskless, its price should be given by the bond’s payoff at

maturity discounted by the expected value of the future path of short rates. Specifically,

defining rt = yt(0) as the short rate, the bond’s price is given by

Pt(τ) = Et

[
exp

(
−
∫ t+τ

t

rudu

)]
, t < τ < T

The probability measure under which this expectation is computed will determine the

price of the bond. If there exists a risk-neutral probability measure Q which can be used

to compute a system of bond prices, then that system is arbitrage-free.8 Note that since

agents are in general not risk-neutral, Q will usually be different from the ‘real-world’

or ‘physical’ measure, P , in which agents may require compensation for holding longer

maturity bonds. An arbitrage-free model of the yield curve thus consists of a change of

measure from P to Q and a specification of the dynamics of the short rate r under Q.9

In factor models, the short rate will be some function G(x) of some factors x, and the

factors will follow a time-homogeneous Markov process under the risk-neutral measure.

In affine models, G is chosen to be affine and x is an affine diffusion under Q. Formally,

for an N -factor model, the process x ∈ RN solves dxt = µQx (xt)dt + σQx (xt)dz
Q
t where

zQt is standard Brownian motion under Q, µQx (x) = κ(x̄ − x) and σQx (xt) = Σφ(x),

where κ,Σ, φ(x) ∈ RN×N , and φ(x) is diagonal with ith diagonal element equal to√
φ0i + φT1ix. The factors used may be observable (e.g. yields at fixed maturities) but

can also be latent.

Early affine models had a single, observable factor: the short rate (xt = rt). The

Vasiček model (Vasiček, 1977) assumes φ1 = 0, which implies that the distribution

of the short rate at any time t is Gaussian. Setting φ0 = 0 gives the single-factor

square-root process for xt (Richard, 1978), and setting φ1 = κ = 0 gives the Gaussian

path-independent model (Vasiček, 1977). Each of these models has since been extended

to a multi-factor setting: the Vasiček models by Langetieg (1980) and the square-root

model by Cox et al. (1985). The multi-factor model of Cox et al. (1985) is particularly

well-known, and even single-factor versions are now referred to as Cox-Ingersoll-Ross

(CIR) models (e.g. Duffie, 2001; Piazzesi, 2010). While the Vasiček and CIR models

remain the most commonly used, Duffie and Kan (1996) eventually provided a fully

flexible characterisation of the affine class which includes the multi-factor Vasiček and

CIR models (and many others) as special cases. In the Duffie and Kan (1996) class,

8See Duffie (2001) for a proof of this result.
9An alternative structure exists in the Heath-Jarrow-Morton framework, in which the dynamics of

the entire forward rate curve is specified under Q, instead of just the short rate (Heath et al., 1992).
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the yields at any maturity can be expressed as an affine function of the state variables

(i.e. factors), which can be latent or observable. Duffie and Kan (1996) provided a set

of differential equations which could be solved to obtain factor loadings for the yield

equation given a particular specification for the dynamics of the state vector. The

ability to find closed-form solutions for yields have contributed to the popularity of the

affine class in the finance literature.

Despite their theoretical appeal, many commonly used affine arbitrage-free models have

exhibited poor empirical time-series performance, particularly when forecasting. Duf-

fee (2002) found that a random walk specification could outperform many three-factor

affine models in both in- and out-of-sample forecasting of U.S. Treasury bond yields.

Duffee claims that this is because the nonnegative variance in affine models means that

they cannot reproduce a requirement of no-arbitrage: that risk compensation must go

to zero as risk goes to zero. An ‘essentially-affine’ class removes this restriction, and

the resulting models display improved forecasting performance. Almeida and Vicente

(2008) found that when considering term structure models where yields were a lin-

ear function of Legendre polynomials, arbitrage-free models with this essentially-affine

risk premium specification exhibited significantly better forecasting performance than a

similarly parametrized model which allowed arbitrage.10 However, Duffee (2011) argues

that since yield data are so well-represented by affine factor models, any cross-sectional

restriction (including both no-arbitrage restrictions and the Nelson-Siegel loading struc-

ture) which is inconsistent with patterns in the data will likely produce worse forecasts

than an unrestricted linear factor model. Duffee concludes that cross-sectional restric-

tions on linear factor models are unnecessary for forecasting US Treasury yields, since

cross-sectional patterns are so easily inferred from the data. However, dynamic re-

strictions are helpful; namely forcing the (long-term) ‘level’ factor to follow a random

walk. This restriction is theoretically unappealing as it implies that long yields are

non-stationary, and so it appears to be rarely imposed in empirical yield curve forecast-

ing.

Estimation of affine arbitrage-free models is known to be problematic in many cases.

Kim and Orphanides (2005) detail issues arising from the shallowness of the likelihood

function, which results in “troublesome local maxima” - points with likelihoods very

close to the global maximum, but with entirely different economic interpretations of

the latent factors and their dynamic behaviour. This problem is less severe for more

parsimonious models, but there is often little justification for the restrictions in these

10This parametrization was different to the Nelson-Siegel specification.
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simpler models from an economic standpoint (Christensen et al., 2011). For example,

Duffee (2002) and Dai and Singleton (2002) motivate their parsimonious models by

removing parameters with small t-statistics after a first round of estimation.

Two key theoretical results have been established on the relationship between the

Nelson-Siegel family and certain classes of arbitrage-free models. First, the standard

three-factor Nelson-Siegel model is not part of the affine arbitrage-free class (Diebold

et al., 2006a). Second, the Nelson-Siegel family cannot be reconciled with any arbitrage-

free model within the Heath-Jarrow-Morton framework with deterministic drift and

volatility terms (Filipović, 1999; Björk and Christensen, 1999). As a result of these

hard truths, Christensen et al. (2011) and Krippner (2012) have instead focused on

finding exactly how closely reconciled the Nelson-Siegel and affine arbitrage-free classes

can be. Christensen et al. (2011) found the affine arbitrage-free model with loadings

that matched the Nelson-Siegel model exactly, while Krippner (2012) showed that the

factor loadings themselves could be justified by a low-order Taylor approximation to

the standard Gaussian affine term structure model of Dai and Singleton (2002).

The arbitrage-free model used in this thesis is that of Christensen et al. (2011). These

authors used the result from Duffie and Kan (1996) that yields in the affine class are an

affine function of the state variables, and that there is some flexibility in the choice of

this affine function. By choosing the loadings on the latent factors to be exactly equal to

the Nelson-Siegel loadings, the authors could solve for a ‘yield-adjustment term’ which

was a function of maturity but not of time. This term is an additive constant in the

measurement equation which ‘corrects’ the generated Nelson-Siegel yields to enforce the

no-arbitrage condition. The exercise was a success, in two ways. First, imposing the

Nelson-Siegel parameter restrictions helped to overcome some of the empirical issues

associated with estimating affine arbitrage-free models. In particular, the closed-form

solution for yields reduced computational burden, and the ‘troublesome local maxima’

issue was avoided because the latent state variables could be identified as level, slope

and curvature factors. Second, adding the no-arbitrage restrictions improved the em-

pirical time-series performance of the dynamic Nelson-Siegel model in some cases. The

‘correlated factor’ arbitrage-free Nelson-Siegel model exhibited better in-sample fit and

out-of-sample forecasting performance than its dynamic Nelson-Siegel counterpart; and

better forecasting performance than the affine models considered in Duffee (2002).

In addition to the theoretical connection between the Nelson-Siegel model and the

affine-arbitrage-free class, a pertinent issue for this thesis is whether or not the dy-

namic Nelson-Siegel model can reasonably approximate an affine arbitrage-free model

15



in practice. The results of Coroneo et al. (2011) suggest that the answer is ‘yes it can’,

at least in the case of US Treasury data. By treating factors generated by the Nelson-

Siegel model as observables in an affine arbitrage-free model, these authors were able

to test the significance of the no-arbitrage constraints in the resulting model using a

bootstrapping procedure. Each iteration of this procedure involves simulating yields

from Nelson-Siegel factors and associated pricing errors (estimated using the true data);

using these yields to construct implied Nelson-Siegel factors; and treating these factors

as observables to estimate a no-arbitrage model. Bootstrapped confidence intervals on

the constrained factor loadings in the arbitrage-free model could then be constructed,

and compared to the factor loadings in the Nelson-Siegel model. The authors found that

these loadings were not significantly different, essentially indicating that the required

risk adjustment between the Nelson-Siegel model and an arbitrage-free model was on

average small. This is consistent with the empirical results of Christensen et al. (2011),

who found that the yield adjustment term needed to make the dynamic Nelson-Siegel

model arbitrage free was large only for bonds of very long maturities.

2.3 Regime Switching

This thesis employs techniques from the literature on regime-switching in Gaussian

state-space models to construct and estimate a regime-switching model in which the

two regimes correspond to two different models. The regime-switching literature is

well-established and has been previously applied to term structure modelling in a lim-

ited capacity; while the model-switching (or model-mixing) literature is an emerging

field.

A structural break in some data series can be easily incorporated into a linear regres-

sion model using dummy variables, provided the break date is known. However, in

many cases this date is not known. Regime switching models address this problem by

treating the process governing the dates at which parameters switch as endogenous to

the model, and unknown. A detailed survey of the regime-switching literature is not

required here, but several pioneering papers should be briefly mentioned insofar as they

relate to this thesis. In particular, the Gibbs sampling approach used to estimate the

models described in section 3 rely heavily on the Hamilton (1988, 1989) and Kalman

(1960) filters; as well as the multimove Gibbs sampling method for generating factors,

developed by Carter and Kohn (1994). The estimation of a Markov-switching state-

space model was first considered in Kim and Nelson (1998), and the estimation approach

used in this thesis closely follows parts of the approach used in that paper.
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Regime-switching models have been previously applied to the term-structure literature,

with some success. Bernadell et al. (2005) developed a simple extension to the dynamic

Nelson-Siegel model in which the mean on the slope factor could take on one of three

values; corresponding to a ‘normal’ upward sloping curve, a steep upward sloped curve,

and an inverted (downward sloping) curve. Transition probabilities in this model were

allowed to vary depending on observable macroeconomic data (GDP growth and in-

flation). For example, the probability of transitioning out of the ‘steep’ state is lower

when GDP growth and inflation are above certain thresholds. This model was found

to outperform the dynamic Nelson-Siegel model in out of sample forecasting at a 24

month horizon or longer; but performed worse at shorter horizons.

Abdymomunov and Kang (2011) examine the relationship between changes in monetary

policy and the term structure of interest rates by incorporating regime-switching into an

affine arbitrage-free model.11 Monetary policy regimes were modelled by incorporating

Markov-switching into the monetary policy variable (the short rate). In addition, the

market price of risk and the variance of the factors were allowed to switch, independently

of the monetary policy regime. Monetary policy regimes were classified as more or less

“active”; and it was found that the more active regime was associated with higher

volatility and a steeper slope.

Recent research by Waggoner and Zha (2012) has extended the ideas of Markov-

switching into a model-mixture framework. These authors estimate a mixture of two

large-scale macroeconomic models (a DSGE model and a Bayesian VAR), where the

weighting of each model is time varying and determined endogenously by a variable

following a Markov process. Tracing out the estimated model weights reveals how each

model contributes to goodness of fit over time.

The model used in this thesis was partly inspired by Waggoner and Zha (2012), and

can be seen as a special case of their approach in which model weights are either 0 or 1.

However, the motivation here is different. The model-mixture approach in Waggoner

and Zha (2012) was motivated by improving current methods for combining the results

implied by heterogeneous macroeconomic models. In this context, model mixing was

found to offer improved fit over a constant weight model. Conversely, the two models

used in this thesis are relatively homogeneous, and are characterised by very similar

in-sample fit and forecasting performance. Hence, a model-mixing approach is unlikely

to offer a significant improvement in model fit over either of the individual models.

Instead, the gain offered by the model-switching approach used here is that it allows

11Similar studies in this area include Bikbov and Chernov (2008) and Ang et al. (2011).
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for no-arbitrage restrictions to be switched on and off, according to an endogenous

switching variable. In this context, model mixing is not an attractive feature – what is

the interpretation of a model which is 50% arbitrage-free? Hence, binary weights are

used throughout this thesis.
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3 Model Specification

The model used in this thesis combines the dynamic Nelson-Siegel model (DNS) of

Diebold and Li (2006) and the arbitrage-free Nelson-Siegel (AFNS) of Christensen et al.

(2011) in a regime (or model) switching framework. The models are both dynamic

latent factor models with identical factor loadings. The sole difference between the

two models as they are formulated below is that the AFNS model contains an extra

term in the measurement equation which acts to enforce the no-arbitrage condition. In

the regime-switching framework, fitted yields are given by one of the two models at

any point in time. A model-switching approach should identify regimes in which each

model provides a better fit to the data and ‘choose’ the more appropriate specification

for that regime. Observing the periods in which each model is more likely to be active

can provide insight into the features of the data which help or hinder the performance

of arbitrage-free term structure models. This chapter will present the state-space form

of each model separately before specifying the full model-switching framework.

3.1 Dynamic Nelson-Siegel

Let yt(τ) be the continuously-compounded yield on a zero-coupon bond with maturity

τ at time t, for τ ∈ {1, . . . , N} and t ∈ {1, . . . , T}. The DNS model assumes yields are

given by

yt(τ) = L1t + S1t

(
1− exp(−λ1τ)

λ1τ

)
+ C1t

(
1− exp(−λ1τ)

λ1τ
− exp(−λ1τ)

)
where λ1 is an unknown parameter, and L1t, S1t and C1t are unobserved level, slope

and curvature factors. Adding measurement error, the measurement equation can then

be written
yt(τ1)

yt(τ2)
...

yt(τN)

 =


1 1−exp(−λ1τ1)

λ1τ1

1−exp(−λ1τ1)
λ1τ1

− exp(−λ1τ1)

1 1−exp(−λ1τ2)
λ1τ2

1−exp(−λ1τ2)
λ1τ2

− exp(−λ1τ2)
...

...
...

1 1−exp(−λ1τN )
λ1τN

1−exp(−λ1τN )
λ1τN

− exp(−λ1τN)


L1t

S1t

C1t

+


ε1t(τ1)

ε1t(τ2)
...

ε1t(τN)

 .

Various assumptions can be made regarding the dynamic movements of the factors L1t,

S1t and C1t but for simplicity we assume each factor evolves independently and follows
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an AR(1) process as in Diebold and Li (2006).12 The transition equation is then given

by L1t − µL
S1t − µS
C1t − µC

 =

a11 0 0

0 a22 0

0 0 a33


L1,t−1 − µL
S1,t−1 − µS
C1,t−1 − µC

+

η
L
1t

ηS1t

ηC1t

 .

In matrix notation, we can write the system as

yt = B1X1t + ε1t (3.1)

X1t = (I − A)µ+ AX1,t−1 + η1t (3.2)

where

(
ε1t

η1t

)
∼ N

(
0,

[
R1 0

0 Q1

])
, and R1 and Q1 are diagonal, and assumed to be

orthogonal to the initial state.

3.2 Arbitrage-free Nelson-Siegel

The bare-bones of the Christensen et al. (2011) AFNS model are given below: the

(discrete-time) state-space form and associated restrictions.13 Note that while the

model is derived in continuous time, the discrete-time specification presented below

is required for estimation.

Christensen et al. (2011) show that the affine arbitrage-free class admits a model with

yields given by

yt(τ) = L2t + S2t

(
1− exp(−λ2τ)

λ2τ

)
+ C2t

(
1− exp(−λ2τ)

λ2τ
− exp(−λ2τ)

)
− A(τ)

τ
.

As before, λ2 is an unknown parameter and L2t, S2t and C2t are unobserved level, slope

and curvature factors. The extra term −A(τ)
τ
∈ RN is a necessary consequence of the

model’s derivation from the arbitrage-free class of Duffie and Kan (1996). This so-called

“yield-adjustment term” is a function of τ and parameters in the transition equation,

but is not dependent on time. The exact form of this term is given later.

As in the DNS model, there is some flexibility in the choice of dynamics for the latent

factors. The general form of the transition equation specified by Christensen et al.

12 Christensen et al. (2011) refer to this as the “independent factor” specification. The ‘simplicity’
here is more concerned with the arbitrage-free analogue of this model; see section 3.2 for a discussion.

13Refer to Appendix 1 in Christensen et al. (2011) for a full derivation of this model from the affine
arbitrage-free structure of Duffie and Kan (1996).
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(2011) is given by

X2t = (I − exp(−K∆t))θ + exp(−K∆t)X2,t−1 + η2t

where K ∈ R3×3 and ∆t is the time between yield observations (e.g. ∆t = 1/12

for monthly observations). The form of the transition equation is a consequence of

the continuous-time derivation of the model. When K is diagonal (the “independent

factor” specification) the ith diagonal element of exp(−K∆t) is equal to exp(−Kii∆t),

and the off-diagonal elements are equal to 0. The transition equation is then given

by:L2t − θL
S2t − θS
C2t − θC

 =

exp(−k11∆t) 0 0

0 exp(−k22∆t) 0

0 0 exp(−k33∆t)


L2,t−1 − θL
S2,t−1 − θS
C2,t−1 − θC

+

η
L
2t

ηS2t

ηC2t

 .

Hence, by estimating a diagonal matrix F with positive elements in place of exp(−K∆t)

(i.e. by estimating an AR(1) model with AR coefficient Fii for the ith factor), the

elements of K can be backed out easily:

kii = − log(Fii)

∆t
. (3.3)

For non-diagonal K, exp(−K∆t) does not have a closed form expression in general

and so extracting the elements of K given exp(−K∆t) is difficult. The elements of

K are used in constructing the yield adjustment term, and so must be extracted at

each iteration if a Gibbs-sampling approach is used to estimate the model. Restricting

attention to diagonalK (i.e. the independent factor specification) thus greatly simplifies

estimation of the model. It should be noted that a correlated factor specification (i.e.

with non-diagonal K) was estimated by Christensen et al. (2011), and significantly

outperformed the independent factor AFNS specification in in-sample likelihood ratio

tests. While good in-sample fit is a desirable feature of any model, it is more important

in this thesis to avoid a situation in which one of the two models used in the model-

switching framework exhibits vastly superior in-sample fit than the other. For example,

if the independent factor AFNS model had significantly better in-sample fit than the

independent factor DNS model, then we are more likely to see the AFNS model chosen

in all periods – i.e. the ‘regime-switching model’ is simply the AFNS model. More

interesting results can be found by comparing models with similar fits to the data, so

the periods in which each model offer a relatively good fit to the data can be observed.
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Christensen et al. (2011) found that the independent factor DNS and AFNS models

exhibited very similar in-sample fit, while the correlated factor AFNS dominated the

DNS model in-sample. Independent factor specifications for the DNS and AFNS models

thus appear to be suitable choices for inclusion in the regime-switching model.

In matrix notation, the AFNS model can be written

yt = B2X2t − Ω + ε2t (3.4)

X2t = (I − exp(−K∆t))θ + exp(−K∆t)X2,t−1 + η2t (3.5)

where the matrix B has the same form as in (3.1), and Ω contains the yield adjustment

terms A(τ)
τ

. As in the DNS model, the error terms are assumed to satisfy(
ε2t

η2t

)
∼ N

[(
0

0

)
,

(
R2 0

0 Q2

)]

where the matrices R2 and Q2 are again both diagonal for the independent factor

specification, and assumed to be orthogonal to the initial state. The matrix Q2 in the

AFNS model has a special structure:

Q2 =

∫ ∆t

0

exp(−Ks)ΣΣ′ exp(−K ′s)ds

where Σ is a diagonal matrix with ith diagonal element equal to σi > 0. The σi terms are

required for the yield-adjustment term, and so must be backed out from the estimated

Q2 matrix. Again, the independent factor specification greatly simplifies this process.

To see this, note that for diagonal K and Σ,

exp(−Ks)ΣΣ′ exp(−K ′s) =

σ
2
11 exp(−2k11s) 0 0

0 σ2
22 exp(−2k22s) 0

0 0 σ2
33 exp(−2k33s)

 .
The integral in Q2 can thus be evaluated element-by-element. Hence, writing the ith

diagonal element of Q2 as q2
ii, σ

2
ii is given by

σ2
ii =

2q2
iikii

1− exp(−2kii∆t)
(3.6)

where kii is taken from (3.3). The σ2
ii terms enter into the yield adjustment term, which
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has the following specification in the independent factor model:

−A(τ)

τ
=− σ2

11

τ 2

6
− σ2

22

[
1

2λ2
2

− 1− exp(−λ2τ)

λ3
2τ

+
1− exp(−2λ2τ)

4λ3
2τ

]
− σ2

33

[
1

2λ2
2

+
exp(−λ2τ)

λ2
2

− τ exp(−2λ2τ)

4λ2

− 3 exp(−2λτ)

4λ2

− 2(1− exp(−λ2τ))

λ3
2τ

+
5(1− exp(−2λ2τ))

8λ3
2τ

]
(3.7)

Notice that the yield adjustment term does not add any additional parameters to the

model, but links parameters from the measurement and transition equations together

into a single expression which is constant across time. For sensible values for λ2, this

term will be negative for all τ (i.e. −A(τ)
τ

< 0) and decreasing in τ , and so it has the

largest effect on long yields. Importantly, this term allows the AFNS model can to

generate yield curves which slope downwards at long maturities, which the DNS model

cannot achieve. Christensen et al. (2011) note that this gives some intuition as to why

the DNS model is not arbitrage-free: if the yield curve slopes upwards for all τ , it would

be possible to arbitrage by buying a very long maturity bond and hedging the risk by

shorting a bond with slightly shorter maturity (and slightly lower yield).

The yield adjustment term is also increasing in absolute value terms in each of σ2
11, σ2

22

and σ2
33, which are linked to the variance parameters in the transition equation. Hence,

greater volatility in the dynamics processes followed by the factors will generate a larger

yield adjustment term.

3.3 Regime-switching Model

The regime-switching model assumes yields are generated from one of the two above

models at any point in time. The similar state-space forms of the two models means

constructing the regime-switching model is relatively straightforward. Define the latent

state variable

St =

{
0 when yields are generated from the DNS specification,

1 when yields are generated from the AFNS specification.
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St is assumed to follow a first-order Markov process14 with transition matrix[
q 1− q

1− p p

]
=

[
Pr[St = 0|St−1 = 0] Pr[St = 1|St−1 = 0]

Pr[St = 0|St−1 = 1] Pr[St = 1|St−1 = 1]

]
. (3.8)

We can combine the above two models into a single state-space form as follows. De-

fine

Xt =

(
X1t

X2t

)
=



L1t

S1t

C1t

L2t

S2t

C2t


H(st) =

(
(1− st)B1 stB2

)
.

Recall that B1 and B2 are the loading matrices. The loading matrix in the switching

model, H(st), is an N × 6 block matrix consisting of an N × 3 block of loadings and

an N × 3 zero matrix at any time t. The matrix product H(st)Xt thus ‘ignores’ either

the first three or last three elements of Xt (for st = 1 and st = 0 respectively) by

multiplying them by zero. The measurement equation can then be written

yt = H(st)Xt − stΩ + εt. (3.9)

Under this specification, (3.9) is identical to the measurement equation in the DNS

model when st = 0, and the AFNS measurement equation when st = 1.

The transition equation is obtained simply by stacking (3.2) on top of (3.5). De-

fine:

F =



a11 0 0 0 0 0

0 a22 0 0 0 0

0 0 a33 0 0 0

0 0 0 e−k11∆t 0 0

0 0 0 0 e−k22∆t 0

0 0 0 0 0 e−k33∆t


14 That is, St satisfies Pr[St = j|St−1 = st−1, St−2 = st−2, . . . , S1 = s1] = Pr[St = j|St−1 = st−1]

for all j, t.
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π =

(
µ

θ

)
=



µL

µS

µC

θL

θS

θC


ηt(st) =

(
η1

η2

)
=



ηL1t

ηS1t

ηC1t

ηL2t

ηS2t

ηC2t


The transition equation is then given by

Xt =(I − F )π + FXt−1 + ηt. (3.10)

As in the individual models, the error terms are normally distributed, and orthogonal

to each other and the initial state:(
εt

ηt

)
∼ N

[(
0

0

)
,

(
R(st) 0

0 Q

)]
(3.11)

Both R(st) and Q are diagonal in the independent factor specification. The ith diagonal

element of R(st) is given by

r2
st,ii = (1− st)r2

0,ii + str
2
1,ii.

This general setup accommodates the possibility of different variances in the measure-

ment equation in each state. The lower three diagonal elements of F and Q are used

to construct Ω.
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4 Econometric Methodology

The system to be estimated is given by

yt =H(st)Xt − stΩ + εt (4.1)

Xt =(I − F )π + FXt−1 + ηt (4.2)(
εt

ηt

)
∼N

[(
0

0

)
,

(
R(st) 0

0 Q

)]
. (4.3)

If yt contains measurements on yields with N different maturities, the system contains

16 + 2N unknown parameters: 2 in matrix H(st), 6 in matrix F , 6 in matrix Q,

2N in matrix R(st), and 2 parameters determining the transition probabilities, p and

q. The latent factors contained in the 6 × 1 vector Xt must also be estimated for

t = 1, . . . , T .

Given that the dynamic Nelson Siegel and the arbitrage-free Nelson Siegel models can

each be written in Gaussian state-space form, both models can be estimated by max-

imum likelihood through the use of the Kalman (1960) filter. Both Diebold and Li

(2006) and Christensen et al. (2011) use this approach to estimate their models. The

regime-switching model (4.1 - 4.3) could also be estimated using maximum likelihood,

through the use of the algorithm described in Kim (1994). This thesis instead uses a

different approach, utilising Bayesian (Markov chain Monte Carlo) techniques to esti-

mate both the individual models and the full regime-switching model. While slightly

more involved, a Bayesian approach offers several advantages over maximum likelihood

in this context.

First, a Bayesian approach can help to overcome the “troublesome local maxima” issue

noted by Kim and Orphanides (2005), in which a shallow likelihood function gives rise

to points with similar likelihoods but vastly different interpretations for the parame-

ters in a term structure model. Basic economic intuition can be used to form sensible

prior conditional distributions for the model’s parameters, ‘informing’ the likelihood

and helping to avoid this issue. For example, it is well known that long term interest

rates tend to exhibit lower volatility and greater persistence than short term rates, so

the prior mean on the AR coefficients for the Lt factors may be chosen to be close to

1, and the prior mean on the variance of the Lt errors may be chosen to be be small.

Second, the conditioning feature of Gibbs sampling means that the cross-equation re-

strictions implied by the yield adjustment term can be easily implemented. With MLE,
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such restrictions increase the complexity of the required numerical optimisation, which

can reduce the reliability of any results. Third, estimating a state-space model with

Markov switching using the Kim (1994) filter (i.e. using maximum likelihood) involves

approximations to the Kalman filter.15 The effect of these approximations on parameter

estimates is difficult to determine. In contrast, the approximations associated with a

Gibbs sampling procedure (namely, claiming that the Gibbs chain has converged) can

be controlled through the size of the ‘burn-in’ sample, and can be tested by examining

plots of the draws of the model parameters from the conditional posterior densities over

successive iterations, and by examining the effect of different starting values on final

estimated posterior densities. Finally, parameter uncertainty can be incorporated and

assessed directly using a Bayesian approach. In contrast, maximum likelihood offers

only point estimates and so offers limited potential to examine this issue. Although

less common than maximum likelihood, Bayesian estimation has been previously used

a number of times in the yield curve modelling literature; see Pooter et al. (2007),

Diebold et al. (2008), Laurini and Hotta (2010), and Hautsch and Yang (2010).

4.1 Gibbs Sampling Procedure

In this section, the Gibbs sampling procedure used to estimate the state-space system

(4.1 - 4.3) is described. Estimating the DNS and AFNS models individually is not

explicitly described, but the process can be seen as a simplified application of steps

1 and 2 below. The software package GAUSS was used to estimate this model. The

author acknowledges the use of GAUSS code written by Chang-Jin Kim, described in

Kim and Nelson (1999).16

Denote the model’s parameters by

φ = {λ1, λ2, r
2
0,11, . . . , r

2
0,NN , r

2
1,11, . . . , r

2
1,NN , π1, . . . , π6, q

2
11, . . . , q

2
66, F11, . . . , F66}.

Further, denote the history of states, latent factors and yields up to time t by S̃t, X̃t

and ỹt respectively. The information set at time t (which may include S̃t, X̃t and

15Since St is unobservable, the conditional forecasts of Xt at each iteration of the Kalman filter must
take into account each possible history of past states. This path dependence means that for a two
state model, each successive iteration doubles the number of cases to consider (for example, by t = 10
there are 210 = 1024 cases to consider). Exact inference quickly becomes computationally infeasible,
and so approximations are necessary.

16The author’s code is available upon request; email peter.s.wallis (at) gmail (dot) com. It is
estimated that less than 10% of the final code is taken verbatim from Kim’s; however, his code was
extremely helpful in developing the initial ‘structure’ of the Gibbs sampler.
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ỹt) is given by ψt. The model’s parameters, along with S̃T , X̃T , p and q are treated

as random variables with an unknown joint density. At each iteration, draws from

the conditional distributions of these random variables are generated, conditional on

the observed draws from the last iteration. Given arbitrary starting values for the

parameters and an arbitrary initial history of states, the generated joint and marginal

distributions will converge at an exponential rate to the joint and marginal distributions

of the underlying random variables φ, S̃T , X̃T , p and q. Hence, after an initial ‘burn-

in’ of J iterations (where J is large enough to ensure that the Gibbs-sampler has

converged), the joint and marginal densities can be approximated by the empirical

distribution of M simulated values, where M is chosen based on the desired level of

precision required in the empirical distributions. In practice this process is achieved

using three steps, which are explained in detail below.17

Step 1: generating X̃T

Conditional on φ, S̃T and ỹt, the state vector X̃T is generated using multimove Gibbs

sampling, first developed by Carter and Kohn (1994). Due to the Markov property of

X̃T , the conditional distribution of the state vector can be written:

f(X̃T |ỹT , S̃T , φ) =f(XT |ỹT , S̃t, φ)
T−1∏
t=1

f(Xt|Xt+1, ỹt, S̃T , φ).

X̃T can thus be generated in two steps. First, XT is generated from f(XT |ỹT , S̃t, φ), and

stored. Then for t = T − 1, . . . , 1, the generated Xt+1 is treated as an observed value

to generate Xt from f(Xt|Xt+1, ỹt, S̃T , φ). Conditional on S̃t, the state space model is

linear and Gaussian and so the required conditional distributions are

XT |ỹT , S̃T ∼N(XT |T,ST
, PT |T,ST

) (4.4)

Xt|ỹt, S̃t, Xt+1 ∼N(Xt|t,St,Xt+1 , PT |t,St,Xt+1) (4.5)

17In the interest of brevity, the techniques covered in this section are presented without proof or
derivation. Interested readers can refer to Kim and Nelson (1999), which covers these concepts in
detail. This textbook was relied upon heavily in formulating the ideas presented in this chapter.
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where

XT |T,ST
= E(XT |ỹT , S̃T )

PT |T,ST
= Cov(XT |ỹT , S̃T )

Xt|t,St,Xt+1 = E(Xt|ỹt, S̃t, Xt+1) = E(Xt|Xt|t,St , Xt+1)

PT |t,St,Xt+1 = Cov(Xt|ỹt, S̃t, Xt+1) = Cov(Xt|Xt|t,St , Xt+1)

The Gaussian Kalman filter can be used to obtain these four terms. To obtain Xt|t

for t = 1, . . . , T the standard Kalman filter is used, taking into account the effect

of the switching variables. Given initial values for the unconditional mean X0|0 and

the unconditional variance P0|0, the Kalman filter applied to the system (4.1 - 4.3) is

described by the following equations:

Xt|t−1 = (I − F )π + FXt−1|t−1

Pt|t−1 = FPt−1|t−1F
′ +Q

ηt|t−1 = yt −H(st)Xt|t−1 + Ωst

ft|t−1 = H(st)Pt|t−1H(st)
′ +R(st)

Xt|t = Xt|t−1 +Ktηt|t−1

Pt|t = Pt|t−1 −KtH(st)Pt|t−1 (KF)

where Kt = Pt|t−1H(st)
′f−1
t|t−1 is the Kalman gain. To implement the filter, X0|0 and P0|0

must be calculated. Here, the unconditional mean is X0|0 = π, which is easily evaluated

using the generated π from the last iteration of the Gibbs sampler. The unconditional

variance is more complicated, because P0|0 has a special form in the AFNS model. The

approach taken here is to evaluate the upper left and lower right 3 × 3 blocks of P0|0

separately, using expressions given in Christensen et al. (2011) for the lower 3×3 block

(corresponding to the arbitrage-free model). For the upper 3× 3 block,

vec(P0|0,upper) = (I − F ⊗ F )−1vec(Q1)

where Q1 denotes the upper 3 × 3 block of Q, and ⊗ denotes the Kronecker product.

For the lower 3× 3 block,

vec(P0|0,lower) =

∫ ∞
0

e−KsΣΣ′e−K
′sds.
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This expression is evaluated by solving for the elements of K and Σ using (3.3) and (3.6)

and then evaluating the integral element-by-element. For example, the (4, 4) element

of P0|0 is given by
σ2
11

2F44
. P0|0 is diagonal, so the remaining elements are set to zero.

The steps in (KF) are repeated for t = 1, . . . , T , and XT |T and PT |T are saved at the

final iteration. XT is then generated from (4.4), and stored. For t = T − 1, . . . , 1, the

following updating equations are used to calculate Xt|t,Xt+1 and Pt|t,Xt+1

Xt|t,Xt+1 =Xt|t + Pt|tF
′(FPt|tF

′ +Q)−1(Xt+1 − (I − F )π − FXt|t)

Pt|t,Xt+1 =Pt|t − Pt|tF ′(FPt|tF ′ +Q)−1FPt|t. (Smoothing)

where Xt+1 is the generated value from the previous iteration, and Xt|t and Pt|t are

taken from (KF). Xt can then be generated from (4.5).

Step 2: generating φ

Conditional on X̃T , S̃T , ỹt, the model’s parameters are generated from their respective

conditional posterior distributions. By treating the generated X̃T as data, the measure-

ment and transition equations are two independent sets of linear regression equations.

If the parameters in the transition equation are generated first, then the elements of Ω

can be solved for and included in the generation of the measurement equation param-

eters. The conditions for no-arbitrage are thus satisfied for the AFNS model at each

iteration of the Gibbs sampler.

To generate the parameters in matrix F and the vector π, note that the independent-

factor specification implies that the transition equation comprises six independent

AR(1) equations:

Xit = (1− Fii)πi + FiiXi,t−1 + ηit,

or in matrix notation,

X̃i = X̄iβi + ηi

for i = 1, . . . , 6. Here X̃i is a vector containing Xi2, . . . , XiT , βi =
(

(1− Fii)πi Fii

)′
and X̄i is a matrix of 1’s and lagged observations of Xi. Given a multivariate normal

prior distribution for βi with mean β
i

and variance Σi for each i, βi can be generated
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from the conditional posterior:

βi|q2
ii, X̃i ∼ N(β̄i, Σ̄i)

where

β̄i = (Σ−1
i + q−2

ii X̄
′
iX̄i)

−1(Σ−1
i β

i
+ q−2

ii X̄
′
iX̃i),

Σ̄i = (Σ−1
i + q−2

ii X̄
′
iX̄i)

−1.

Clearly πi can then be backed out using the draws of (1 − Fii)πi and Fii. To ensure

stationarity, draws of Fii are rejected if they are greater than 1. Further, to avoid a

complex yield adjustment term (see equation 3.3), Fii is restricted to be positive for

i = 4, 5, 6. In practice, these rejections occur on almost 5% of draws for the level

factors.

Due to the independence assumption, the variance parameters q2
ii can also be generated

one by one. Assuming an inverse gamma conditional prior distribution for q2
ii:

q2
ii|βi ∼ IG(

νi
2
,
δi
2

),

q2
ii can be generated from the posterior:

q2
ii|βi, X̃i ∼ IG(

ν̄i
2
,
δ̄i
2

)

where

ν̄i =νi + T (4.6)

δ̄i =δi + (X̃i − X̄iβi)
′(X̃i − X̄iβi). (4.7)

The measurement equation is more complicated, owing partly to the parameters λ1 and

λ2 entering the equation in a non-linear way. If these parameters were allowed to vary

with τ , then the measurement equation would consist of N independent equations and

draws could be obtained by assuming (truncated) multivariate normal priors for the

loadings on S1t, S2t, C1t, C2t, then backing out the two λ parameters in each equation

separately.18 However, this is not possible when λ1 and λ2 are constant across τ , since

draws from different equations will imply different values of each λ. Hence, finding a

18For example, if the draws on the S1t and C1t loadings are 1 and 0.5 respectively for τ = 3, then
λ1,3 = − log(0.5)/3 = 0.1.
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conditional conjugate prior for this parameter appears difficult at best, and so a Gibbs

sampling approach cannot be implemented here. This problem has been encountered

previously in the literature, and has been solved using the Griddy Gibbs algorithm with

a uniform prior for λ (Pooter et al., 2007); using a Metropolis Hastings approach with

a t distribution prior for λ (Çakmakli, 2012); and by fixing λ to some specified value

(Diebold et al., 2008).19 The approach taken here is to follow Nelson and Siegel (1987),

Diebold and Li (2006), Diebold et al. (2008) and others in fixing λ1 and λ2 to the value

which maximises the loading on the curvature factors at the 30 month point (where

observed yield curves tend to exhibit the sharpest curvature). For τ measured in years,

this approach gives λ1 = λ2 = 0.7308. The results were found to be relatively robust

to different values of λ1 and λ2.

The second (minor) complication is the inclusion of the switching variable in the vari-

ance matrix R(st). However, this is easily handled using the techniques detailed in

Albert and Chib (1993), summarised in Kim and Nelson (1999). First, note that con-

ditional on the (now fixed) λ parameters, the measurement equation for each t consists

of N independent regression equations, which can be written

yt(τi) =
(

1
(

1−exp(−λτi)
λτi

) (
1−exp(−λτi)

λτi
− exp(−λτi)

))(1− st)L1t + st(L2t − A(τi)
τi

)

(1− st)S1t + st(S2t)

(1− st)C1t + st(C2t)


+ εt(τi)

(4.8)

where εt(τi) ∼ N(0, r2
st,ii) and λ = λ1 = λ2. Write

r2
st,ii = r2

0,ii(1 + hiSt), which gives

r2
1,ii = r2

0,ii(1 + hi).

r2
0,ii is generated conditional on hi and ỹT , then (1 + hi) is generated conditional on

r2
0,ii and ỹT . To generate r2

0,ii, first divide (4.8) by
√

1 + hiSt for each t, then write the

resulting equation as yt(τi) = BiZt,st + εt(τi), where Bi contains the factor loadings and

Zt,st contains the factors. Given an inverse Gamma prior, r2
0,ii is generated in exactly the

19Diebold et al. (2008) actually claim to use N(0, 1) priors on all factor loadings (footnote 6, p. 356),
however no mention is made of any summary statistics for the posterior, and it is later claimed in the
appendix that OLS was used to extract factors (which requires that the loadings are known). It thus
appears highly likely that the authors fixed λ to some value and neglected to mention this in the final
paper.
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same way as the q2
ii terms; the only difference being that the term (X̃i−X̄iβi)

′(X̃i−X̄iβi)

in (4.7) is replaced by
∑T

i=1(yt(τi)−BiZt,st)
2.

To generate (1+hi), first divide (4.8) by r0,ii and write the resulting equation as y∗t (τi) =

BiZ
∗
t,st +ε

∗
t (τi). Denote by T1 the number of periods for which st = 1 (i.e. T1 =

∑T
t=1 st).

Given the inverse Gamma prior (1 + hi)|r0,ii ∼ IG(
νh,i

2
,
δh,i

2
), the conditional posterior

is an inverse Gamma with parameters

ν̄h,i
2

=
1

2

(
νh,i + T1

)
δ̄h,i
2

=
1

2

(
δh,i +

T∑
i=1

st(yt(τi)
∗ −BiZ

∗
t,st)

2

)
.

r2
1,ii is then given by r2

0,ii(1 + hi).

Step 3: generating S̃T , p and q

Conditional on the data, X̃T , p, q and φ, S̃T is generated from the joint distribution

g(S̃T |ỹt, X̃T , φ, p, q) using the multimove Gibbs sampling method proposed by Carter

and Kohn (1994). Using the Markov property of St, we can write

g(S̃T |ỹT ) = g(ST |ỹT )
T−1∏
t=1

g(St|St+1, ỹt).

where the conditioning on X̃T , p, q and φ has been suppressed. Similar to the generation

of X̃T , this expression can be used to generate S̃T in two steps. First, the Hamilton

(1989) filter is used to obtain g(St|ỹt) for t = 1, . . . , T in the following way. Given

steady-state (unconditional) transition probabilities

Pr[St = 0|ψ0] =
1− p

2− p− q
Pr[St = 1|ψ0] =

1− q
2− p− q

,

the Hamilton filter proceeds by iterating through the following two steps from t = 1 to

T :

1. Pr[St = j|ψt−1] =
1∑
i=0

Pr[St = j|St−1 = i] Pr[St−1 = i|ψt−1],

2. Pr[St = j|ψt] =
f(yt|St = j, ψt−1) Pr[St = j|ψt−1]∑1
i=0 f(yt|St = i, ψt−1) Pr[St = i|ψt−1]

.
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where Pr[St = j|St−1 = i] are the transition probabilities given by (3.8), and the

conditional densities f are multivariate normal (with mean and variance depending on

Xt and St).

ST can then be generated from g(ST |ψT ), using the following rule: generate a draw

u from a Uniform(0, 1) distribution, and set ST = 1 if u < Pr[ST = 1|ψT ]; ST = 0

otherwise. Next, to generate St for t = T − 1, . . . , 1, note that

g(St|St+1, ψt) =
g(St+1|St)g(St|ψt)

g(St+1|ψt)
.

Substituting in the generated St+1 from the previous iteration, and using the p and q

generated at the last iteration of the Gibbs sampler, Pr[St = 1|St+1, ψt] is easily found

from this expression. St can then be generated for t = T − 1, . . . , 1 using the same rule

as for ST .

Lastly, the transition probabilities p and q must be generated. Conditional on S̃T ,

these parameters are independent from the rest of the model. Given independent beta

distributions for the priors of p and q,

p ∼ beta(u11, u10)

q ∼ beta(u00, u01)

p and q can be generated from the following posteriors:

p ∼ beta(u11 + n11, u10 + n10)

q ∼ beta(u00 + n00, u01 + n01)

where nij is a count of the number of transitions from state i to j in the generated S̃T

vector.

4.2 Complications

The Gibbs sampling procedure outlined above is well-suited to estimating state-space

models with regime-switching in time-invariant parameters, e.g. the mean. However, a

complication emerges when applying this methodology to a model-switching framework

with latent factors, in which a change in regime means ‘different’ latent factors are

determining yield forecasts.

In particular, the technique for generating the factors described in Step 1 has an unfor-
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tunate feature which could present a problem for the convergence of the Gibbs sampler:

the ‘optimal’ Kalman gain used in (KF) is always equal to zero for the non-active state,

due to the block structure of the loading matrix H(st) (one half of H(st) is always a

zero matrix at any point in time). As a result, the factors in the non-active state (e.g.

the first 3 elements of Xt|t when st = 0) are not being ‘informed’ by the yield data; Xt|t

is simply equal to Xt|t−1 for these factors. This means that Xt|t evolves according to

the AR specification in the non-active state, while for the active state Xt|t is updated

using information about the prediction error (weighted by the optimal Kalman gain).

This is also true for the covariance of the factors (Pt|t = Pt|t−1) and so the covariance

matrix is not being updated using information from yt. This is not addressed at the

smoothing stage, since yt does not enter the smoothing equations.

To better understand this problem and its consequences, consider the following hypo-

thetical example. In the first iteration of the Gibbs sampler, X̃T is generated conditional

on an arbitrary initial history of states, S̃T . Suppose in this arbitrary S̃T , the first 5

elements (states) are 1, and the next 5 are 0. Suppose further that at the beginning of

the sample, long term yields were below average for the sample (or at least, the starting

value for µL is not chosen to be equal to long yields at the beginning of the sample).

For the first 5 iterations of the Kalman filter, the first element of Xt|t will be equal to

µL (and the second and third elements will be equal to µS and µC). Meanwhile, the

prediction error for long yields at t = 1 will be a large negative because long yields are

below their unconditional mean. The fourth element of Xt|t, governing the level factor

in the AFNS model, will thus be getting pulled down below the unconditional mean,

in line with the true data. The fifth and sixth elements of Xt|t must also be performing

at least as well as the unconditional mean, in terms of predicting yields. At t = 6, the

state switches. Now, the first three elements of Xt|t are being informed by the data,

and the lower three elements are following the AR(1) process. If the behaviour of yields

remains fairly stable over the first 10 periods, this AR(1) evolution may not perform

too poorly. However, the factors in the active model should be performing at least as

well and almost always better, in terms of forecasting yields (since this is the point of

the Kalman filter!), as long as the unconditional means in each model are similar.

Now consider the generation of the state vector S̃t. For the first 5 periods, the joint

density of yt conditional on St = 0 will be much lower than the joint density conditional

on St = 1, since the forecasted yields in state 1 were much more accurate for those

periods. Hence, when the first 5 states are generated, there is a high probability they

will be 1 again unless the transition probability p = Pr[St = 1|St−1 = 0] is small. For
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t = 6, . . . , 10, the generated St’s are likely to be 0, and so on. At the next iteration of

the Gibbs sampler, the same problem is encountered. The main problem then is that

it becomes difficult for the model to ‘escape’ the initial history of states. The factors in

the active model are still being generated optimally at all points in time, however the

identification of regimes may be difficult.

This problem cannot be directly solved by simple reparameterization. The approach

taken in this thesis is to attempt to minimise the effect of the problem by making

the chain length (i.e. number of iterations) as large as is feasible and investigating

how different initial states affect convergence. However, several other approaches were

considered. One possible solution is to reduce the dimension of the state vector to 3

- that is, assume each model has the same set of factors, but allow all or some of the

model parameters to switch. However, there may be theoretical consequences with this

approach concerning whether the arbitrage-free model remains arbitrage-free. This is

because the parameters entering into the yield adjustment term in the arbitrage-free

state now apply to certain (possibly discontinuous) regimes only; a subtlety which may

be inconsistent with the derivation of the model from a continuous time stochastic

process with a fixed volatility matrix. A second possible solution is to incorporate

techniques from the Kim (1994) filter, which is used to estimate regime-switching state-

space models using maximum likelihood. Since the maximum likelihood approach to

regime-switching models cannot condition on S̃T , the history of states is treated as

unknown. At each step of the Kalman filter, the uncertainty about the past history of

states and current state is incorporated into the updating equation by weighting possible

values of Xt|t given which S̃t’s are more or less likely given the data. Incorporating this

approach into the Gibbs sampling procedure described in section 4.1 is not investigated

further in this thesis. However, it is an interesting problem which future research could

address.
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5 Data

5.1 Summary

Zero-coupon yields on US Treasury securities are not observed beyond a one year matu-

rity, since Treasury notes and bonds are issued with coupons. As a result, these yields

must be constructed from observed prices on coupon bearing Treasury securities. There

are several techniques available to construct a yield curve from observed prices on these

securities, involving varying degrees of approximation to the ‘underlying’ zero-coupon

yield curve. ‘Smoothed’ yields, constructed using curve-fitting techniques, are useful

in illiquid markets where yields at every point on the curve are not regularly observed

and so must be predicted. Smoothing techniques typically involve fitting a cubic or ex-

ponential spline to the discount curve, which is then used to construct yields.20 Fitted

yields will not necessarily correspond to any observable bond price, and any irregular-

ities in bond prices across the curve may disappear (i.e. be ‘smoothed over’) in the

fitted yields. In the US, the secondary market for Treasury securities is sufficiently

liquid that ‘unsmoothed’ forward rates can be constructed using the Fama and Bliss

(1987) method, from which unsmoothed yields can be constructed. The unsmoothed

yields exactly price the underlying bonds from which the forward rates were obtained,

and hence any arbitrage opportunities present in the raw prices will be reflected in the

unsmoothed yields. Since the regime-switching model switches between an arbitrage-

free and an unrestricted model, this information could be important in distinguishing

between regimes if there are periods in which arbitrage opportunities may have been

present in the data. The Fama-Bliss unsmoothed yields thus contain valuable informa-

tion not found in smoothed datasets, and appear to be a suitable series on which to

estimate the regime-switching model.

The unsmoothed Fama-Bliss yields used in this thesis were constructed by Diebold and

Li (2006), using data taken from the CRSP database and constructed using programs

supplied by Robert Bliss. The sample uses end-of-month observations (bid-ask average)

on US Treasuries from January 1970 through December 2000 (372 periods). Bonds with

liquidity problems (e.g. bonds maturing in less than 12 months) and bonds with option

features were filtered by CRSP and are thus not included in the sample. Diebold and Li

(2006) pool the constructed yields into 17 maturities ranging from 3 months to 10 years.

This dataset has been used many times in the literature (Diebold and Li, 2006; Diebold

20See McCulloch (1975), McCulloch and Kwon (1993), Vasicek and Fong (1982) and Li et al. (2001)
for popular examples and applications of these techniques.
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et al., 2006b; Pooter et al., 2007; Koopman et al., 2010; Coroneo et al., 2011). However,

most authors elect to remove observations before 1985, presumably to eliminate several

periods of high volatility and atypical behaviour in interest rates prior to 1985. For

this thesis, it is of interest to examine how the model-switching approach performs

in a range of yield-curve scenarios: positive/negative slope and curvature, high/low

volatility, high/low persistence in level/slope/curvature, etc. As such, the full sample

(1970–2000) will be used for this thesis.

Table 1: Summary Statistics, US Treasury Yields

Maturity Mean Std. dev Min Max ρ̂(1) ρ̂(12) ρ̂(24)

3 6.755 2.655 2.732 16.020 0.972 0.711 0.405
6 6.983 2.662 2.891 16.481 0.974 0.727 0.436
9 7.105 2.640 2.984 16.394 0.974 0.734 0.456

12 7.201 2.569 3.107 15.822 0.972 0.738 0.471
15 7.306 2.517 3.288 16.043 0.974 0.746 0.494
18 7.378 2.502 3.482 16.229 0.975 0.753 0.507
21 7.441 2.490 3.638 16.177 0.976 0.756 0.519
24 7.459 2.443 3.777 15.650 0.976 0.754 0.526
30 7.552 2.365 4.043 15.397 0.975 0.764 0.546
36 7.631 2.341 4.204 15.765 0.978 0.770 0.560
48 7.769 2.284 4.308 15.821 0.978 0.776 0.576
60 7.841 2.248 4.347 15.005 0.981 0.790 0.598
72 7.957 2.222 4.384 14.979 0.981 0.799 0.614
84 7.987 2.182 4.352 14.975 0.981 0.782 0.602
96 8.046 2.171 4.433 14.936 0.983 0.806 0.630

108 8.078 2.180 4.429 15.018 0.983 0.808 0.631
120 8.047 2.135 4.443 14.925 0.983 0.784 0.613
Slope 1.292 1.425 −3.505 4.060 0.927 0.406 0.033

Curvature 0.115 0.707 −1.837 3.169 0.783 0.254 0.107

∗Sample period: 1970:01 – 2000:12. Maturities are denoted in months. Yields are zero-coupon
Fama-Bliss unsmoothed, constructed by Diebold and Li (2006). ρ̂(τ) denotes the sample auto-
correlation at τ months. ‘Level’ factor statistics are given by the 120 month yields.

Summary statistics for these data are given in Table 1. Following Diebold and Li (2006),

the following definitions are used for ‘level’, ‘slope’ and ‘curvature’:

– Level : The ten year yield; yt(120).

– Slope: The ten year yield minus the three month yield; yt(120)− yt(3).

– Curvature: Two times the two year yield minus the sum of the ten year and three

month yields; 2× yt(24)− (yt(120) + yt(3)).
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These definitions remain consistent throughout this thesis. The statistics in Table 1

support several well-known stylised facts about the yield curve: the average yield curve

is upward sloping and concave (slope and curvature are on average positive), there tends

to be greater variability in short yields than long yields (the standard deviation on three

month yields is larger than that on ten year yields), and yields are highly persistent

across all maturities (sample autocorrelations at one month lag are close to one for all

maturities). Also worth noting is the lower persistence in yield curve slope and curvature

relative to the level, and the large standard deviation in curvature relative to its mean.

The sample autocorrelations in Table 1 indicate that yields could be integrated of order

one. If this is the case then the underlying process is non stationary, and taking the

first difference of the yields is necessary for valid inferences to be drawn about the data.

However, in line with basic economic theory (yields must have a finite, non-negative

expected value), yields cannot be integrated. Hence, following the approach taken in

almost all of the literature covered in section 2, yields are modelled in levels throughout

this thesis.

The three month and ten year yields are plotted in Figure 1. It is worthwhile briefly

noting several macroeconomic events which have visible effects on yields over the sample

period here for later reference. In August of 1971, there is a sharp rise in yields across the

curve, as a result of the ‘Nixon shock’ which effectively marked the end of the Bretton

Woods agreement. The inversion of the yield curve (i.e. where short yields exceeded

long yields) and volatility in the short rate around 1972–1975 can be linked to the 1973–

1975 recession, caused in part by the shock to world oil supply as a result of the OAPEC

embargo in October 1973. The US Federal Reserve raised the short-term interest rates

to target extreme inflation in 1978-1979 (exacerbated by another oil crisis in 1979),

resulting in a sharply negative yield curve. The “Volcker experiment” from October

1979 to September 1982, in which the Federal Reserve publicly adopted nonborrowed

bank reserves as the monetary policy instrument (as opposed to the federal funds rate),

resulted in very high volatility in short term yields, and high interest rates across the

curve. 1983–1987 was a period of relatively low, stable inflation; disrupted by the “Black

Monday” stock market crash in October 1987, which caused a sharp drop in yields

across the curve. Despite an initial recovery following this event, inflationary pressures

emerged during 1989 and the US economy entered a recession in 1990-1991. The Federal

Reserve targeted the pre-recessionary inflation by increasing the federal funds rate (seen

in the steady rise in short-term yields from 1987–1989), then progressively lowered the

rate over the period 1989–1992 (seen in the steady fall in the three-month yield over

this period). The US economy enjoyed stable growth over the 1990s, experiencing the
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longest economic expansion in its history according the the NBER’s business cycle

dates. The sample ends before the beginning of the early 2000s recession but includes

the September 11 Terrorist attacks, and is marked by a fall in long-term yields.

Figure 1: US Treasury Yields: 1970 – 2000

∗ Shaded areas denote US recessions.

5.2 Structural breaks

The Quandt-Andrews breakpoint test with 15% trimming was used to test for structural

breaks in the mean and volatility of the 3 month and 24 month yields, as well as in the

level, slope and curvature series constructed from the data. Here, a break in the mean

is measured by regressing the series on a constant and testing for the significance of a

time dummy at each point in the trimmed sample. A break in volatility is measured

by regressing the squared deviations of the series from its sample mean on a constant

(giving a slightly biased estimate of the variance) and proceeding in the same way.

Figure 2 plots the F-statistics from these tests over the trimmed sample. The horizontal

line on these graphs at 12.16 indicates the critical value for these tests at the 1% level

of significance (Stock and Watson, 2003, page 471), while the vertical lines denote the

Quandt Likelihood Ratio (QLR) statistic for each series (equal to the largest F-statistic

for that series over the trimmed sample). All QLR statistics were significant at the 1%

level except for volatility in the curvature series, which had a maximum statistic of 9.86

(significant at the 5% level).

There are two points to note here. First, there is strong evidence to suggest a structural

break in mean yields occurred either around 1985 (after the Volcker experiment), or
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Figure 2: Quandt-Andrews Breakpoint Tests: US Treasury Yields

around 1991-1992 (after the recovery from the 1990-1991 recession). For the volatility

in yields, it appears that a structural break occurred around 1980-1985. Second, the

instability in the mean and variance of the slope and curvature factors is much less

pronounced than in the yields themselves. This is possibly due to the fact that the

slope and curvature are much more volatile throughout the whole sample period than

the yields themselves; see Table 1.

A problem with these structural breaks is that since the DNS and AFNS models have

different means and variances, the effect of model differences (i.e. the no-arbitrage re-

strictions) on each model’s fit in a given period could be small relative to the effect

of, for example, a different mean on the level factor. If in the switching framework

one model has a substantially higher mean on the level factor, it has an ‘unfair’ ad-

vantage over the other model during periods in which yields levels are high. It thus

becomes difficult to distinguish the effect of the no-arbitrage restrictions from the effect
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of parameter instability on the model’s choice of regime at a given point in time.

There are several approaches which can be taken to address this issue. One would be to

standardise the data before and after break points; i.e. de-mean the data and divide by

the sample standard deviation with each ‘block’. Unfortunately, this is not a suitable

approach for modelling yields as it would remove valuable information about the cross-

sectional properties of the curve (for example, the mean level, slope and curvature would

always be zero). A second approach would be to introduce one or more additional

switching variables into the model, to allow both the DNS and AFNS models to have

regime-switching in their parameters (independently of the model-switching variable).

Due to time constraints, incorporating this approach into this thesis was not possible.

However, it appears to be a good remedy for the problem, and would be a worthwhile

extension for future research.

The approach taken in this thesis is to use informative priors to try to make the anal-

ogous parameters in each model relatively similar, to reduce the chances of regime-

switching becoming linked to parameter instability rather than differences due to the

no-arbitrage restrictions. Imposing similar priors across each model is not unjustified;

if the DNS model reasonably approximates an arbitrage-free model over this sample

(as Coroneo et al. (2011) claim), then the yield adjustment term in the AFNS model

should be fairly small and the factors generated by each model should be similar. Fur-

ther, although the parameters reported for the DNS and AFNS models in Christensen

et al. (2011) are disguised within different parametrisations, they correspond to very

similar values for the underlying latent factors.21 In any case, it was found that rela-

tively tight, informative priors on the constant terms in the transition equations were

necessary for the models to give reasonable results, so these priors were simply set to

be the same across each model. Ultimately, it was found that it was very difficult to

force the model to ignore the parameter instability: the regime-switching decision was

clearly linked to high and low variance regimes. Estimating the models over two sep-

arate subsamples (1970-1984 and 1985-2000) did not help much here. Hence, further

research should look at incorporating better techniques for identifying and isolating the

effect of regime-switching in the means and variances from regime-switching due to the

no-arbitrage restrictions. The suggestion in the previous paragraph would be a suitable

approach.

21Note however that Christensen et al. (2011) uses a different sample; observations on bonds up to
30 years in maturity for the period 1987–2002.
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6 Results

6.1 Individual Models

The DNS and AFNS models were each estimated separately on the full sample. Chains

of length 35,000 were used, with the first 15,000 draws discarded.22 It was found that

to obtain results which accorded reasonably well with the interpretation of the latent

factors as level, slope and curvature factors, somewhat informative priors had to be used

on the AR and constant terms in the transition equations. The priors for the AR terms

(aii and exp(−kii∆t), i = 1, 2, 3) thus reflected the expectation of factor persistence;

∼ N(0.75, 0.52). The priors for the constant terms (given by (1 − aii)µi in the DNS

model and (1 − exp(−kii∆t))θi in the AFNS model) were chosen to reflect reasonable

expectations of the unconditional means of the factors given their interpretations as

governing the level, slope and curvature of the yield curve. However, this is an imprecise

exercise because the unconditional mean itself is not generated; it is backed out from

the AR and constant terms, which are generated independently.23 Given that the

average yield curve incorporating term premia will be gently upward sloping, reasonable

expectations for the unconditional means of Lt, St and Ct in the author’s view are

given by µL ∈ [0.05, 0.1]; µS ∈ [−0.03, 0]; µC ∈ [−0.02, 0.02].24 If the AR coefficients

are in the range (0.9, 0.999), the corresponding means for the constant terms will be

given by cL ∈ [0.00005, 0.01], cS ∈ [−0.003, 0], cC ∈ [−0.002, 0.002]. Prior means

and standard deviations were set so that the constant terms were strongly encouraged

to fall within these ranges: cL ∼ N(0.00075, 0.00052); cS ∼ N(−0.00015, 0.00052);

cC ∼ N(0, 0.00052). Improper (uninformative) priors were used for all variances: ∼
IG(0, 0).

This approach is not in the true spirit of Bayesian econometrics, as the priors are

clearly at least partly motivated by knowledge about the empirical behaviour of the US

Treasury yield curve (i.e., the data) . However, models with looser priors were inconsis-

tent with reasonable expectations about the behaviour of the factors, particularly for

the AFNS model (discussed below). Further, it is not uncommon in the yield curve

modelling literature to use empirically-based priors – Pooter et al. (2007) and Diebold

et al. (2008) both motivate their priors for the constant terms using the data; setting

22Longer chains yielded very similar results for these two models.
23In a standard, stationary AR(1) regression written yt = c + φ1yt−1 + εt, the unconditional mean

is given by µ = c
1−φ .

24Note that it in the Nelson-Siegel specification, it is the negative of the St factor which has the
usual interpretation of slope. A negative St corresponds to an upward sloping yield curve.
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the mean equal to the sample average of a given series. Hence, these priors are used

throughout this section, including in the switching model.

Table 2: Posterior Estimates, DNS and AFNS Models

Coefficient Mean Std. dev Median 95% bands

a11 0.9904 0.0045 0.9906 (0.9809, 0.9985)
a22 0.9552 0.0151 0.9553 (0.9254, 0.9847)
a33 0.8429 0.0296 0.8430 (0.7846, 0.9006)

(1− a11)µL × 104 7.4118 3.7448 7.2646 (0.6295, 15.0504)
(1− a22)µS × 104 −5.2862 3.1453 −5.2667 (−11.4735, 0.8964)
(1− a33)µC × 104 −1.7328 3.3502 −1.7255 (−8.2859, 4.7225)

q2
11,DNS × 104 0.0970 0.0084 0.0965 (0.0817, 0.1146)
q2

22,DNS × 104 0.3820 0.0293 0.3805 (0.3284, 0.4440)
q2

33,DNS × 104 0.7669 0.0738 0.7630 (0.6314, 0.9201)

exp(−k11∆t) 0.9906 0.0030 0.9906 (0.9841, 0.9965)
exp(−k22∆t) 0.9640 0.0165 0.9645 (0.9290, 0.9944)
exp(−k33∆t) 0.8660 0.0399 0.8668 (0.7862, 0.9421)

(1− exp(−k11∆t))θL × 104 8.8497 46.5102 8.9182 (−81.4581, 100.1693)
(1− exp(−k22∆t))θS × 104 −12.8199 96.1265 −9.6166 (−209.5728, 167.0258)
(1− exp(−k22∆t))θC × 104 −7.5669 103.1361 −7.2242 (−212.4048, 197.5930)

q11,AFNS × 104 0.3282 0.2741 0.2326 (0.0978, 1.0977)
q22,AFNS × 104 1.2671 1.2091 0.8137 (0.3704, 4.6818)
q33,AFNS × 104 2.1473 1.5275 1.6193 (0.8993, 6.5600)

∗ Based on yields measured in decimal form; e.g. 7% = 0.07. See in text for priors.

For each model, the empirical distributions of the posteriors were generated. Summary

statistics for these posteriors are given in Tables 2, 6 and 9.25 The results accord

reasonably well with the existing (frequentist) literature in most parameters. The level

factors display the smallest variance and the greatest persistence in both models, with

the AR parameters tightly bunched around 0.99, while the curvature factors exhibit

little persistence and a larger variance. Backing out the implied unconditional means

of the factors from the means of the constant and AR terms in the DNS model gives

µL = 0.0772, µS = −0.1180, µC = 0.0011, each of which corresponds fairly closely

to the sample means of the empirical factors given in Table 1. The implied means

of the factors in the AFNS model also match the data fairly closely: θL = 0.0941;

25See Appendix A for Tables 6 and 9, which contain the yield adjustment terms and the measurement
equation variances.
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θS = −.0356; θC = −0.0056. However, the constant terms in the AFNS model exhibited

large variation around their respective means. The 95% band for the constant in the

level factor covers a large range either side of zero - a worrying result given that yield

levels do not fall below 4.4% in the sample. Very wide 95% bands which comfortably

included zero were also observed for the slope and curvature factors in the DNS model.

Greater volatility was observed in the generated factors in the AFNS model compared

to the DNS model, with variances around 3 times larger. The yield adjustment terms

in the AFNS model, shown in Table 6 (Appendix A) were larger than those found by

Christensen et al. (2011); the mean adjustment at a 10 year maturity was 95 basis

points, compared to less than 20 basis points in the original paper. Further, there was

substantial variability in the yield adjustment terms: the 95% band for the 10 year

adjustment term measured in basis points was (37.1681, 252.6691). The small yield

adjustment terms in Christensen et al. (2011) were a result of very small variances

in the transition equation, which could not be reproduced using the sample at hand.

The effect of this large yield adjustment term was large measurement error at long

maturities, which can be seen in the large posterior mean for r2
AFNS at long maturities

(see Table 9, Appendix A); as well as in the large RMSE’s for the AFNS model at long

maturities (see Table 5, section 6.3).

The sensitivity of the yield adjustment term to the rest of the parameters in the model

meant that if uninformative priors were used, the Gibbs sampler would not converge. In

particular, if a large q2
ii element was generated the yield adjustment term becomes large,

which induces large measurement error. If the priors on the constants and AR terms are

uninformative, the factors attempt to ‘compensate’ for the error (for example, the level

factor wants to be very large to offset the large negative yield adjustment term). This

can have the effect of creating further volatility in the factors, and thus the problem

compounds. It was found that informative priors on the AR and constant terms in the

transition equation could sufficiently moderate the behaviour of the factors to alleviate

this problem. However, the sensitivity of the model to these priors should be noted for

future researchers looking to use this model.

The posterior means of the generated factors in each period are plotted against the

empirical level, slope and curvature series in Figure 3. In general, the generated factors

do a good job of tracking the empirical factors. As expected given the factor variances

in Table 2, the level factor tracks the empirical level factor most closely, while the

curvature factor is the most volatile. In the AFNS model, the level factor overshoots

the true level series, since long yields depend on both L2t and the yield adjustment
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Figure 3: DNS and AFNS Models: Posterior Means of Factors

∗The green ‘Level’, ‘Slope’ and ‘Curvature’ lines are functions of US Treasury yields; see main text.
The ‘adjusted’ AFNS level factor subtracts the posterior mean of the yield adjustment term for ten-year
yields from the posterior mean of the level factor.

term. The ‘adjusted’ graph subtracts the mean of the ten year yield adjustment term

from L2t to account for this, and the resulting line fits the level curve much more closely.

All of the generated factors diverge from their respective empirical factors when yields

fall in the early 1990’s, but surprisingly the generated factors track the empirical factor

closely through the Volcker experiment of the late 1980’s. Since this pattern is shared

by all factors, this period could be having a large impact on each model’s parameters (a

hypothesis which is partly confirmed in the subsample analysis in the next section). The

correlations between the respective factors in the DNS and AFNS models was greater

than 0.99 for the level and slope factors and 0.97 for the curvature factor, reflecting the

closely related parametrizations of these two models.

46



6.1.1 Subsample Analysis

Each model was also estimated separately over the periods 1970:01–1984:12 and 1985:01–

2000:12 to examine the effect of the likely structural break at this point on the parameter

estimates. The full results are contained in Appendix B.1, but a brief overview is given

here. The general patterns observed in the full sample regarding the persistence of

the factors, the relative volatility in the factors, and the volatility of the AFNS fac-

tors relative to the DNS factors, are all observed in both subsamples. However, the

first subsample is marked by higher volatility in the factors (particularly the slope and

curvature factors) and higher average yields relative to the full sample. In the second

subsample, the factors are more stable; particularly the slope factor in the DNS model.

Although the slope and curvature factors in the AFNS model in the second subsample

were less volatile, the yield adjustment terms were still very large. This is because the

yield adjustment term depends heavily on the variance in the level factor, which did

not fall in the second subsample for the AFNS model.

6.2 Switching Model

The switching model was estimated on the full sample. Chains of length 150,000 were

used, with the first 75,000 draws discarded. The larger number here was chosen to

reduce the chances of the model becoming ‘stuck’ in a state before convergence was

reached.26 The priors for all parameters except p and q were the same as in section

6.1. There did not appear to be good motivation for choosing informative priors on

p and q - while Markov-switching models representing economic growth may incorpo-

rate expected expansion/contraction lengths into these priors, the regimes in the model

studied here may not correspond to macroeconomic cycles, and could potentially ex-

hibit very low persistence. Hence, the priors on p and q were chosen to be flexible;

corresponding to a mean and standard deviation of 0.5.27

It was found that the regime-switching model was sensitive to the initial history of

states used, in the sense that depending on this initial state, S̃T would converge to one

of two possibilities: ˆ̃ST ; or approximately ~1− ˆ̃ST . In other words, the model identified

a set of regimes, but did not definitively associate these regimes as being associated

26Given the results of this section, it appears that 150,000 draws was not enough to guarantee con-
vergence. Unfortunately, implementing significantly longer chains was not feasible with the computing
power available to the author.

27A range of priors for p and q were tested, and did not yield significantly different results. This is
because the regimes were very clearly identified; the differences in the conditional densities was large
enough to dominate the effect of p and q in the second step of the Hamilton filter.
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with one model or the other. This is a result of the homogeneity between the two

models, as well as the zero-Kalman gain problem described in section 4.2. Unlike in

the macroeconomics literature, where the econometrician can force a regime to be (for

example) a high growth regime by restricting certain parameters to be higher or lower in

that regime, the models here are deliberately chosen to be identical except for the yield

adjustment term enforcing the no-arbitrage condition in the AFNS model. The results

here indicate that the effect of this yield adjustment term is not significant enough

to overcome the gain in model fit obtained through allowing flexibility in other model

parameters. A more optimistic interpretation is that the DNS model is flexible enough

to approximate the arbitrage-free model, even without the yield adjustment term; and

that the AFNS model is flexible enough to provide good model fit over a wide range

of cross-sectional and dynamic behaviour in the yield curve. This interpretation is well

supported by comparing the results across the two ‘converged’ states.

Before making such a comparison, one set of results is examined in detail. These results

correspond to a posterior for S̃T which was ‘converged’ to much more often (i.e. from

a greater proportion of the initial states considered) than its ‘inverse’, approximately

equal to ~1− S̃T . Figure 4 shows the posterior mean of this S̃T across the sample, and

Table 3 displays summary statistics for the associated posterior marginal densities. In

Figure 4, the curve shows the proportion of draws for which St = 1 in period t. For

example, throughout 1972 the curve is at zero; suggesting that for the majority of

iterations (after the burn-in sample) the DNS model was the active model throughout

1972. Conversely, the AFNS model was almost always the active model in the period

1980-1984; while in May 1975 the DNS model was active in around two-thirds of the

draws and the AFNS model was active in one-third of the draws. It is reasonable

to interpret these proportions as representing the probability of each model being the

active model in a given period.

A first glance at Figure 4 reveals two interesting features. First, the AFNS model is

identified with periods of high volatility in yields. The 1971 Nixon shock, the 1973-1975

recession, the Volcker experiment and associated recovery in the late 1970’s-early 1980’s,

and the Black Monday stock market crash in October 1987 are all strongly identified

with the AFNS model. In comparison, the DNS model is associated with more stable

periods, most noticeably the long period of stable growth through the 1990’s. The DNS

model is active in some recessions (1970 and 1990-1991), but for the most part can be

identified as a ‘low-volatility’ regime.

Second, there is a period of model uncertainty from 1975-1976 in which switching occurs
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Figure 4: Posterior Mean of S̃T

much more frequently, and states are not identified with certainty. In this period,

switching into the AFNS state occurs twice, when long yields decline sharply in March

1976 and November 1976. Each time, yields remain low for two months before sharply

rising again, at which point the model switching back into the DNS state. Hence, it

appears that the model is detecting and accounting for this shock to the level factor,

rather than picking up some cross-sectional variation.

Examining the summary statistics for the associated posterior densities in Table 3

yields further insight into what is happening here.28 The parameter statistics here are

fairly similar to those estimated for the individual models. The persistence of the factors

within each model displays the same pattern, although there is now significant variation

in the AR coefficient for the slope factor in the AFNS model. The constants on the

level factors imply unconditional means which are fairly similar to those found in the

individual models (π1 = 0.0718; π4 = 0.0971). For the slope and curvature factors, the

95% bands for the constants were again wide, as in the individual models. However, the

bands for the AFNS model are much tighter and standard deviations much lower than

when the model was estimated separately. There was little difference in the implied

factor means for the curvature factor (π3 = −0.0030; π6 = 0.0031), but the DNS model

had a higher average slope (π2 = −0.0145; π5 = −0.0085). As expected, the variance in

all factors in the AFNS model was larger than in the DNS model. However, all factors

exhibited lower variation than in the separately estimated models.29 The estimated q

28See in Appendix A: Table 7 for the yield adjustment terms; and Table 10 for the measurement
equation variances.

29This is most likely a result of the zero-Kalman gain problem described in section 4.2. When a
model is not active, the factors essentially evolves according to the AR(1) process, which results in
lower average volatility in the transition equation for each factor.
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Table 3: Posterior Estimates, Switching Model

Coefficient Mean Std. dev Median 95% bands

q 0.9384 0.0231 0.9411 (0.8864, 0.9756)
p 0.9691 0.0125 0.9706 (0.9410, 0.9889)

a11 0.9872 0.0056 0.9874 (0.9756, 0.9972)
a22 0.9768 0.0107 0.9774 (0.9546, 0.9958)
a33 0.8824 0.0294 0.8828 (0.8235, 0.9389)
a44 0.9902 0.0046 0.9905 (0.9804, 0.9981)
a55 0.9357 0.0246 0.9363 (0.8855, 0.9823)
a66 0.8250 0.0475 0.8265 (0.7275, 0.9136)

(1− a11)π1 × 104 9.1903 4.1453 9.0471 (1.6713, 17.6814)
(1− a22)π2 × 104 −3.3738 2.3631 −3.3106 (−8.2077, 1.0273)
(1− a33)π3 × 104 −3.5953 3.1996 −3.5726 (−9.9015, 2.6427)
(1− a44)π4 × 104 9.5151 4.2260 9.3598 (1.8283, 18.2518)
(1− a55)π5 × 104 −5.4603 4.1957 −5.4475 (−13.6326, 2.7347)
(1− a66)π6 × 104 −5.3609 4.4234 −5.3506 (−14.0495, 3.3454)

q2
11 × 104 0.0597 0.0063 0.0593 (0.0488, 0.0731)
q2

22 × 104 0.1127 0.0116 0.1120 (0.0922, 0.1376)
q2

33 × 104 0.4325 0.0480 0.4294 (0.3470, 0.5349)
q2

44 × 104 0.1577 0.0236 0.1558 (0.1174, 0.2095)
q2

55 × 104 0.8732 0.1144 0.8641 (0.6772, 1.1235)
q2

66 × 104 1.2825 0.2221 1.2642 (0.9017, 1.7724)

∗ Based on yields measured in decimal form; e.g. 7% = 0.07. See in test for priors.

and p correspond to expected regime durations of 32.4 months for the DNS model and

16.2 months for the AFNS model; however, Figure 4 shows that there was significant

variation in actual regime lengths.

Figure 5 plots the posterior means of all six factors against their sample counterparts.

These plots provide a visual demonstration of the effects of the zero-Kalman gain prob-

lem described in section 4.2. During regimes in which a model is not active, such as the

DNS model in the early 1980’s and the AFNS model in the 1990’s, the factors either

converge to or fluctuate very slightly around their unconditional means. Meanwhile,

the active factor tends to track the empirical factor closely.

In Figure 6, ‘average’ factor means are constructed by weighting the posterior means

of each factor in each period by the posterior probability of that factor being active

in that period, and summing these weighted factors. For example, the weighted level

factor in January 1980 is simply given by the posterior mean of the AFNS level factor;
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Figure 5: Switching Models: Posterior Means of Factors

Figure 6: Switching Models: Weighted Posterior Means of Factors

∗Factors are weighted using the posterior mean of the state vector S̃T . Shaded areas indicate regions
where Pr[St = 1] > 0.5.
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Table 4: Alternative Posterior Estimates, Switching Model

Coefficient Mean Std. dev Median 95% bands

q 0.9699 0.0121 0.9714 (0.9423, 0.9893)
p 0.9393 0.0224 0.9417 (0.8890, 0.9760)

a11 0.9890 0.0050 0.9892 (0.9786, 0.9978)
a22 0.9270 0.0261 0.9279 (0.8735, 0.9756)
a33 0.7829 0.0547 0.7847 (0.6713, 0.8858)
a44 0.9869 0.0056 0.9871 (0.9756, 0.9970)
a55 0.9768 0.0107 0.9774 (0.9545, 0.9958)
a66 0.8940 0.0273 0.8944 (0.8389, 0.9464)

(1− a11)π1 × 104 9.3378 4.2185 9.2034 (1.6198, 17.9027)
(1− a22)π2 × 104 −5.1272 4.0588 −5.1232 (−13.0723, 2.8222)
(1− a33)π3 × 104 −1.0137 4.3690 −0.9994 (−9.5472, 7.5071)
(1− a44)π4 × 104 9.5714 4.2004 9.4546 (1.8562, 18.0483)
(1− a55)π5 × 104 −3.5775 2.4521 −3.5030 (−8.6051, 0.9804)
(1− a66)π6 × 104 −6.7265 3.4334 −6.7156 (−13.5209, −0.0278 )

q2
11 × 104 0.1610 0.0243 0.1590 (0.1192, 0.2144)
q2

22 × 104 0.8884 0.1176 0.8781 (0.6885, 1.1464)
q2

33 × 104 1.3417 0.2279 1.3235 (0.9486, 1.8435)
q2

44 × 104 0.0600 0.0060 0.0596 (0.0493, 0.0728)
q2

55 × 104 0.1176 0.0126 0.1167 (0.0952, 0.1447)
q2

66 × 104 0.4238 0.0489 0.4207 (0.3369, 0.5284)

∗ Based on yields measured in decimal form; e.g. 7% = 0.07. See in text for priors.

but in May 1975 the weighted factor is equal to 2
3

times the posterior mean of the level

factor in the DNS model plus 1
3

times the posterior mean of the level factor in the AFNS

model. The plots show that on average the regime-switching model displays in-sample

fit which is comparable to the individual models. There does not appear to be better

fit in either regime; each model fits its own regime relatively well.

Table 4 displays summary statistics in the case where the Gibbs sampler converged to

the ‘inverse’ of the posterior for S̃T shown in Figure 4; i.e. approximately ~1 − S̃T .30

These results are close to a mirror image of those in Table 3, and highlight the flexibility

of the underlying Nelson-Siegel specification used in both models. In these results the

DNS model factors are more volatile, exhibiting variances of a similar magnitude to

those in the AFNS model in Table 3. In comparison, the factor variances of the AFNS

model in Table 4 are extremely similar in magnitude and range to those of the DNS

model in Table 3. These lower variances result in yield-adjustment terms in the AFNS

30A plot of the posterior mean for this S̃T is shown in Figure 7 in Appendix A.
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regime which are close to those found in Christensen et al. (2011) (Table 8, Appendix

A), which in turn generates much lower measurement error in the AFNS state than in

any of the previous models (Table 11, Appendix A).

Unfortunately, it is difficult to use these results to make robust conclusions about how

the no-arbitrage restrictions are affecting the model selection decision. As the Gibbs

sampler was observed to ‘converge’ to two different joint posteriors, it is impossible to

ascertain what the true joint posterior is here. It appears that in both of the observed

posteriors, the regime-switching decision was primarily due to differences due to volatil-

ity in yields. If the AFNS model was definitively associated with, say, the low-volatility

regime, a (very bold) conclusion could have been ‘arbitrage-free restrictions help to

improve model fit in low-volatility regimes’. However, the fact that both models could

be found to fit both the low- and high-volatility regimes suggests that such a conclusion

is not well-justified.

It may be the case that the DNS model’s ability to approximate an arbitrage-free model

was causing further difficulties here. The problem is this: if there is an improvement in

in-sample model fit obtained through imposing no-arbitrage restrictions, and there is a

configuration of DNS parameters which can approximate these restrictions, then intu-

itively it seems unlikely that estimating the DNS model would yield different parameter

estimates with noticeably worse model fit. For the effect of the no-arbitrage restrictions

to have the desired effect on the switching decision, there should be a regime during

which the DNS model obtains superior fit with parameter estimates which do not ap-

proximate the AFNS model, and a regime during which the AFNS model dominates

this DNS model. This may be too much to ask of both the data and model.

The results above seem to reflect the ability of both the DNS and AFNS models to

accommodate both stable and more volatile regimes. This is a positive result for future

researchers looking to apply these models to different datasets. However, the results

indicate that the AFNS model generates much more reasonable parameters in a low

volatility regime. This could suggest that the impressive results in Christensen et al.

(2011) may be attributable to the use of a dataset with unusually low volatility in

yields. Christensen et al. (2011) used yields over the relatively stable sample period of

1987–2002, and weighted their sample towards longer yields by including 15, 20 and 30

year yields and removing 15, 21, 30, and 72 month yields from their sample. This is an

uncommon approach in the literature, with most studies only including yields up to 10

years. Since longer yields tend to exhibit lower volatility, the empirical level factor will

exhibit lower variance than in the sample used here. The yield adjustment term is most
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affected by volatility in Lt, which can explain the large yield adjustment terms observed

here relative to that obtained by Christensen et al. (2011). When the AFNS model is

estimated on a regime with low volatility in the level factor (Table 4) the results match

those in Christensen et al. (2011) much more closely.

6.2.1 Subsample Analysis

The switching model was re-estimated over the periods 1970:01–1984:12 and 1985:01–

2000:12 to see whether the likely structural break in 1985 was significantly affecting

results. The full results of this exercise are presented in Appendix B.2 (Tables 14

and 15, and Figure 8). The main difference between the subsample results and those

presented Figure 4 is that switching occurs much less often in each of the subsamples:

the AFNS model is active for almost all of the first subsample, while the DNS model

is active for almost all of the second sample. However, the switching that does occur

within each subsample coincides with the patterns shown in Figure 4.

A disadvantage of using the reduced samples is the potential for one model to dominate

for almost all of the sample period. In the second subsample, the AFNS model tends

to be only active for the first 19 months, then for one month in December 1993. Hence,

to determine the parameters for the AFNS model in this sample, only 20 months worth

of data is used in most iterations of the Gibbs sampler. Estimation using the full

sample is more appealing in this regard, since each model is active for multiple, distinct

periods.

6.3 In-sample Model Performance

Table 5 contains the average in-sample bias and RMSE of each model, for each maturity.

For example, the three month in-sample bias is equal to the average difference between

observed and fitted three month yields, averaged over the total number of retained

draws in the Gibbs sampler. The RMSE is calculated in a similar manner, again using

in-sample fit.

Several patterns are shared across all models. First, model fit is poor at the three month

maturity. Recall that short yields in the Nelson-Siegel model are essentially the sum of

the level and slope factors, and notice that for all models except the AFNS model the

prediction bias on long yields is low. This suggests that the poor fit in short yields is

due to some problem with the slope factor, which is consistent with the low precision

associated with this estimation of the constant terms for this factor. Conversely, mid-
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range yields (24-48 months) were estimated with relatively high precision, which is

surprising given the low precision also associated with the curvature factor in all models.

Despite exhibiting low average bias, the RMSE’s for long yields were relatively large

across all models. It is not uncommon to see larger errors at long maturities; see e.g.

Christensen et al. (2011).

The results indicate that the AFNS model tends to exhibit poorer in-sample fit - a

fact which was known from looking at the large measurement error in the AFNS model

relative to the other models. This appears to be directly related to the unusually large

yield adjustment term, which increases with maturity - beyond 21 months, the RMSE’s

for the AFNS term increase monotonically with maturity. The differences in model fit

between the DNS and the switching models is small, and no model clearly dominates

in in-sample fit.
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Table 5: Summary Statistics, Model Fits

Maturity DNS AFNS Switching 1 Switching 2

3 −14.11 −15.88 −18.86 −20.62
6 −2.37 −2.41 −5.20 −6.72
9 −0.04 0.78 −1.49 −2.77

12 0.69 1.74 0.20 −0.86
15 3.23 4.06 3.37 2.52
18 3.33 3.63 3.84 3.18
21 3.15 2.75 3.85 3.36
24 −0.92 −2.13 −0.19 −0.52

Mean Bias 30 −1.70 −4.49 −1.17 −1.22
36 −2.08 −6.20 −1.95 −1.80
48 −0.96 −6.27 −1.73 −1.33
60 −2.77 −6.95 −4.16 −3.72
72 2.23 1.49 0.66 0.96
84 0.35 5.19 −0.94 −0.91
96 2.39 14.80 1.84 1.48

108 2.59 24.40 3.18 2.30
120 −2.94 30.01 −0.83 −2.32

3 30.80 29.25 34.93 35.38
6 10.91 8.40 13.29 15.04
9 8.66 8.91 9.09 10.85

12 9.86 10.51 9.37 9.41
15 10.01 10.35 9.77 9.41
18 9.07 9.27 9.25 8.89
21 8.44 8.94 8.94 8.53
24 7.19 9.74 7.33 7.32

RMSE 30 6.66 11.93 6.42 6.55
36 7.34 14.52 7.09 7.01
48 10.17 19.45 10.10 10.06
60 9.03 22.36 9.26 9.45
72 10.70 26.31 10.23 11.00
84 10.83 31.54 11.06 11.01
96 9.85 36.95 9.56 9.26

108 13.99 46.15 14.50 13.99
120 16.30 53.01 15.82 16.49

∗ Based on in-sample calculations over the full sample. Means and RMSE’s are in basis
points, maturity is measured in months. Switching 1 and 2 correspond to the posteriors
detailed in Tables 3 and 4 respectively.
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7 Conclusion

The goal of this thesis was to investigate the role of no-arbitrage restrictions in term

structure models using a Markov-switching approach. A regime-switching model was

specified in which regimes corresponded to two separate models: the dynamic Nelson-

Siegel model and its arbitrage-free analogue. The models were chosen to be are homo-

geneous as possible; essentially differing only in the presence/absence of an adjustment

term enforcing the no-arbitrage condition. The motivation behind this approach was to

isolate the effect of no-arbitrage restrictions on model fit from differences due to com-

peting model parametrizations. Ultimately, it was found that the flexibility obtained

by incorporating regime-switching in the mean and variances of the factors meant that

the model switching decision was strongly associated with regime shifts in the level and

variance of yields, rather than differences associated with the no-arbitrage restrictions.

As a result of problems with the convergence of the Gibbs sampler, these regimes could

not be definitively linked to either model. The results of this exercise do however pro-

vide the potentially valuable insight that the recently developed arbitrage-free Nelson-

Siegel model requires careful implementation in a Bayesian estimation framework, and

does not fit yields well over a volatile sample period. However, in the low-volatility

regime identified by the switching model, the AFNS model is much better behaved. In

comparison, the dynamic Nelson-Siegel model offered good model fit across a range of

regimes.

There were two main problems with the methodology used in this thesis, which if

rectified would greatly enhance the insight which could be gained from the model. Ad-

dressing these issues in future research is essential if the effect of no-arbitrage restric-

tions on model fit are to be separated from parameter instability in a model-switching

framework.

First, accounting for structural breaks within each model is necessary if the explicit role

of no-arbitrage restrictions is to be investigated further. The methodology described

in this thesis could be extended in such a way by introducing one or more additional

switching variables which act on the means and/or variances of the factors. Using the

same variable for analogous parameters in each model could help separate the effect

of regime shifts that have a common effect on both models (e.g. a shift into a high-

variance regime) from those caused by the yield adjustment term. While complicating

things slightly, such a model would not be substantially more difficult to estimate than

the current model thanks to the conditioning feature of Gibbs sampling.
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Second, the zero-Kalman gain issue mentioned in section 4.2 should be rectified. As

mentioned in that section, a three-state model with regime-switching in the constant

terms and variances, together with a yield-adjustment term for one regime only, will

avoid this issue. However, this approach may have theoretical consequences for the

arbitrage-free status of the AFNS regime. Such a model is not difficult to estimate

using the techniques described in section 4. GAUSS code was written to estimate this

model, but unfortunately there was not enough time to fine-tune this code such that it

produced usable results. Future research could look at estimating such a model. A more

satisfying solution to this problem would be to look at combining the likelihood-based

approximations from the Kim filter into the Gibbs sampling framework, so that the

inactive states are at least partially informed by the data. This would constitute a more

significant extension, but could have applications to a wider range of problems.

A further complication may arise once the above two complications are dealt with.

Since the DNS model is capable of approximating an arbitrage-free model, the no-

arbitrage restrictions in the AFNS model will have a relatively small effect on model

fit. If this effect is too small it may not be detected in a model-switching framework,

even if it is varying across regimes. Using more heterogeneous models may help address

this issue; for example, replacing the DNS model with an unrestricted linear dynamic

factor model. However, this approach has the unfortunate consequence that switching

becomes a result of differences in model parametrization more generally. Hence, the

role of no-arbitrage restrictions on the switching decision is not explicitly identified in

this framework.
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A Additional Results, Full Sample

Table 6: Posterior Estimates, Yield Adjustment Terms (AFNS Model)

Coefficient Mean Std. dev Median 95% bands

−A(3)
3
× 104 0.1869 0.1449 0.1406 (0.0626, 0.5857)

−A(6)
6
× 104 0.6886 0.5136 0.5272 (0.2373, 2.0923)

−A(9)
9
× 104 1.4465 1.0311 1.1265 (0.5133, 4.2378)

−A(12)
12
× 104 2.4248 1.6479 1.9271 (0.8867, 6.8879)

−A(15)
15
× 104 3.5988 2.3333 2.9099 (1.3466, 9.9014)

−A(18)
18
× 104 4.9483 3.0692 4.0605 (1.8910, 13.1484)

−A(21)
21
× 104 6.4554 3.8465 5.3763 (2.5156, 16.6509)

−A(24)
24
× 104 8.1034 4.6615 6.8294 (3.2098, 20.4482)

−A(30)
30
× 104 11.7600 6.4031 10.0483 (4.7705, 28.6793)

−A(36)
36
× 104 15.8070 8.3024 13.5942 (6.5123, 37.4099)

−A(48)
48
× 104 24.7500 12.6297 21.4733 (10.3005, 57.3320)

−A(60)
60
× 104 34.5261 17.7498 29.8413 (14.3170, 80.4050)

−A(72)
72
× 104 45.0192 23.7652 38.6879 (18.5629, 106.8758)

−A(84)
84
× 104 56.2631 30.7669 47.8131 (22.9146, 137.0263)

−A(96)
96
× 104 68.3460 38.8223 57.4997 (27.4197, 172.0674)

−A(108)
108
× 104 81.3627 47.9738 67.5535 (32.1648, 210.4129)

−A(120)
120
× 104 95.3962 58.2446 78.0998 (37.1681, 252.6691)

∗ Based on yields measured in decimal form; e.g. 7% = 0.07. See in text for priors.
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Table 7: Posterior Estimates, Yield Adjustment Terms (Switching Model)

Coefficient Mean Std. dev Median 95% bands

−A(3)
3
× 104 0.1214 0.0139 0.1203 (0.0973, 0.1517)

−A(6)
6
× 104 0.4434 0.0492 0.4396 (0.3582, 0.5504)

−A(9)
9
× 104 0.9233 0.0985 0.9160 (0.7521, 1.1372)

−A(12)
12
× 104 1.5345 0.1574 1.5232 (1.2595, 1.8748)

−A(15)
15
× 104 2.2586 0.2232 2.2432 (1.8665, 2.7383)

−A(18)
18
× 104 3.0809 0.2948 3.0612 (2.5597, 3.7104)

−A(21)
21
× 104 3.9890 0.3716 3.9660 (3.3287, 4.7813)

−A(24)
24
× 104 4.9715 0.4537 4.9451 (4.1611, 5.9321)

−A(30)
30
× 104 7.1189 0.6335 7.0859 (5.9797, 8.4503)

−A(36)
36
× 104 9.4518 0.8327 9.4077 (7.9536, 11.2037)

−A(48)
48
× 104 14.4738 1.2789 14.4066 (12.1704, 17.1761)

−A(60)
60
× 104 19.7905 1.7745 19.6882 (16.6037, 23.5568)

−A(72)
72
× 104 25.3375 2.3173 25.2034 (21.2053, 30.2890)

−A(84)
84
× 104 31.1427 2.9170 30.9592 (25.9483, 37.3990)

−A(96)
96
× 104 37.2658 3.5868 37.0303 (30.8933, 44.9471)

−A(108)
108
× 104 43.7690 4.3379 43.4726 (36.0939, 53.0819)

−A(120)
120
× 104 50.7066 5.1782 50.3443 (41.5881, 61.8555)

∗ Based on yields measured in decimal form; e.g. 7% = 0.07. See in text for priors.
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Table 8: Alternative Posterior Estimates, Yield Adjustment Terms (Switch-
ing Model)

Coefficient Mean Std. dev Median 95% bands

−A(3)
3
× 104 0.0216 0.0017 0.0215 (0.0185, 0.0251)

−A(6)
6
× 104 0.0822 0.0061 0.0819 (0.0710, 0.0949)

−A(9)
9
× 104 0.1789 0.0127 0.1784 (0.1557, 0.2052)

−A(12)
12
× 104 0.3112 0.0211 0.3105 (0.2726, 0.3546)

−A(15)
15
× 104 0.4785 0.0313 0.4773 (0.4209, 0.5430)

−A(18)
18
× 104 0.6798 0.0436 0.6782 (0.5988, 0.7700)

−A(21)
21
× 104 0.9133 0.0581 0.9113 (0.8050, 1.0338)

−A(24)
24
× 104 1.1770 0.0748 1.1741 (1.0379, 1.3323)

−A(30)
30
× 104 1.7842 0.1145 1.7793 (1.5701, 2.0225)

−A(36)
36
× 104 2.4802 0.1616 2.4730 (2.1779, 2.8157)

−A(48)
48
× 104 4.0667 0.2722 4.0531 (3.5642, 4.6328)

−A(60)
60
× 104 5.8362 0.3985 5.8184 (5.1029, 6.6653)

−A(72)
72
× 104 7.7493 0.5386 7.7241 (6.7588, 8.8760)

−A(84)
84
× 104 9.8026 0.6946 9.7681 (8.5308, 11.2632)

−A(96)
96
× 104 12.0076 0.8691 11.9649 (10.4238, 13.8352)

−A(108)
108
× 104 14.3799 1.0649 14.3236 (12.4508, 16.6101)

−A(120)
120
× 104 16.9342 1.2835 16.8610 (14.6121, 19.6165)

∗ Based on yields measured in decimal form; e.g. 7% = 0.07. See in text for priors.
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Table 9: Posterior Estimates, Measurement Equation Variance
(DNS and AFNS Models)

Coefficient Mean Std. dev Median 95% Bands

r2
DNS,11 × 106 9.55 0.00 9.51 (8.00, 11.29)
r2
DNS,22 × 106 1.20 0.00 1.19 (0.92, 1.53)
r2
DNS,33 × 106 0.76 0.00 0.75 (0.61, 0.93)
r2
DNS,44 × 106 0.98 0.00 0.98 (0.82, 1.16)
r2
DNS,55 × 106 1.01 0.00 1.00 (0.85, 1.19)
r2
DNS,66 × 106 0.83 0.00 0.82 (0.70, 0.97)
r2
DNS,77 × 106 0.72 0.00 0.71 (0.60, 0.85)
r2
DNS,88 × 106 0.52 0.00 0.52 (0.43, 0.62)
r2
DNS,99 × 106 0.45 0.00 0.44 (0.37, 0.54)
r2
DNS,1010 × 106 0.54 0.00 0.54 (0.45, 0.65)
r2
DNS,1111 × 106 1.04 0.00 1.03 (0.88, 1.22)
r2
DNS,1212 × 106 0.82 0.00 0.82 (0.69, 0.97)
r2
DNS,1313 × 106 1.15 0.00 1.15 (0.98, 1.36)
r2
DNS,1414 × 106 1.18 0.00 1.17 (0.99, 1.40)
r2
DNS,1515 × 106 0.98 0.00 0.97 (0.80, 1.18)
r2
DNS,1616 × 106 1.97 0.00 1.96 (1.65, 2.34)
r2
DNS,1717 × 106 2.67 0.00 2.66 (2.25, 3.16)

r2
AFNS,11 × 106 8.67 1.41 8.54 (6.27, 11.75)
r2
AFNS,22 × 106 0.73 0.23 0.71 (0.37, 1.26)
r2
AFNS,33 × 106 0.80 0.11 0.79 (0.61, 1.04)
r2
AFNS,44 × 106 1.12 0.20 1.08 (0.88, 1.58)
r2
AFNS,55 × 106 1.11 0.42 1.02 (0.71, 2.15)
r2
AFNS,66 × 106 0.92 0.63 0.77 (0.47, 2.43)
r2
AFNS,77 × 106 0.90 0.88 0.66 (0.40, 3.04)
r2
AFNS,88 × 106 1.08 1.23 0.75 (0.45, 3.92)
r2
AFNS,99 × 106 1.69 2.23 1.07 (0.48, 7.01)
r2
AFNS,1010 × 106 2.58 3.53 1.55 (0.60, 11.29)
r2
AFNS,1111 × 106 4.68 6.61 2.62 (1.04, 21.32)
r2
AFNS,1212 × 106 6.77 11.12 3.17 (0.79, 34.80)
r2
AFNS,1313 × 106 9.91 19.46 3.94 (1.14, 56.70)
r2
AFNS,1414 × 106 14.99 33.51 5.50 (1.35, 88.14)
r2
AFNS,1515 × 106 22.82 58.30 6.76 (1.27, 154.69)
r2
AFNS,1616 × 106 36.07 93.56 10.12 (2.31, 249.09)
r2
AFNS,1717 × 106 50.71 142.80 12.14 (2.94, 369.72)

∗ Based on yields measured in decimal form; e.g. 7% = 0.07. See in
text for priors.
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Table 10: Posterior Estimates, Measurement Equation
Variance (Switching Model)

Coefficient Mean Std. dev Median 95% Bands

r2
1,11 × 106 5.99 0.86 5.93 (4.50, 7.85)
r2

1,22 × 106 1.35 0.28 1.32 (0.87, 1.97)
r2

1,33 × 106 0.69 0.14 0.68 (0.46, 1.00)
r2

1,44 × 106 0.46 0.06 0.46 (0.35, 0.60)
r2

1,55 × 106 0.51 0.08 0.51 (0.37, 0.68)
r2

1,66 × 106 0.39 0.05 0.38 (0.29, 0.50)
r2

1,77 × 106 0.26 0.03 0.26 (0.20, 0.34)
r2

1,88 × 106 0.21 0.02 0.20 (0.16, 0.26)
r2

1,99 × 106 0.05 0.02 0.05 (0.03, 0.09)
r2

1,1010 × 106 0.16 0.02 0.16 (0.13, 0.20)
r2

1,1111 × 106 0.27 0.03 0.27 (0.22, 0.33)
r2

1,1212 × 106 0.49 0.05 0.49 (0.40, 0.61)
r2

1,1313 × 106 0.34 0.04 0.34 (0.27, 0.43)
r2

1,1414 × 106 0.19 0.02 0.19 (0.15, 0.25)
r2

1,1515 × 106 0.16 0.03 0.16 (0.12, 0.22)
r2

1,1616 × 106 0.27 0.04 0.26 (0.19, 0.35)
r2

1,1717 × 106 0.88 0.09 0.88 (0.72, 1.09)

r2
2,11 × 106 23.41 3.35 23.17 (17.6, 30.73)
r2

2,22 × 106 2.59 0.50 2.55 (1.74, 3.68)
r2

2,33 × 106 1.11 0.22 1.09 (0.72, 1.60)
r2

2,44 × 106 1.62 0.24 1.60 (1.21, 2.14)
r2

2,55 × 106 1.74 0.25 1.72 (1.31, 2.28)
r2

2,66 × 106 1.69 0.24 1.67 (1.27, 2.21)
r2

2,77 × 106 1.74 0.25 1.72 (1.30, 2.29)
r2

2,88 × 106 1.13 0.17 1.11 (0.83, 1.50)
r2

2,99 × 106 1.05 0.17 1.04 (0.76, 1.41)
r2

2,1010 × 106 1.11 0.18 1.10 (0.81, 1.50)
r2

2,1111 × 106 2.35 0.33 2.32 (1.79, 3.07)
r2

2,1212 × 106 1.51 0.25 1.49 (1.10, 2.06)
r2

2,1313 × 106 2.29 0.36 2.26 (1.68, 3.09)
r2

2,1414 × 106 3.03 0.46 2.99 (2.25, 4.04)
r2

2,1515 × 106 2.24 0.39 2.20 (1.58, 3.11)
r2

2,1616 × 106 5.34 0.89 5.25 (3.87, 7.36)
r2

2,1717 × 106 5.38 0.84 5.31 (3.96, 7.24)

∗ Based on yields measured in decimal form; e.g. 7% = 0.07. See
in text for priors.
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Table 11: Alternative Posterior Estimates, Measurement
Equation Variance (Switching Model)

Coefficient Mean Std. dev Median 95% Bands

r2
1,11 × 106 19.41 2.88 19.18 (14.44, 25.67)
r2

1,22 × 106 2.11 0.45 2.07 (1.33, 3.09)
r2

1,33 × 106 1.23 0.23 1.22 (0.83, 1.74)
r2

1,44 × 106 1.73 0.25 1.71 (1.29, 2.29)
r2

1,55 × 106 1.76 0.26 1.74 (1.32, 2.32)
r2

1,66 × 106 1.62 0.24 1.60 (1.21, 2.14)
r2

1,77 × 106 1.58 0.23 1.57 (1.18, 2.08)
r2

1,88 × 106 1.14 0.17 1.13 (0.84, 1.52)
r2

1,99 × 106 1.12 0.17 1.10 (0.82, 1.50)
r2

1,1010 × 106 1.09 0.17 1.08 (0.79, 1.48)
r2

1,1111 × 106 2.33 0.33 2.30 (1.76, 3.06)
r2

1,1212 × 106 1.40 0.23 1.38 (1.01, 1.90)
r2

1,1313 × 106 2.67 0.39 2.64 (2.00, 3.54)
r2

1,1414 × 106 3.03 0.46 2.99 (2.25, 4.05)
r2

1,1515 × 106 2.15 0.48 2.09 (1.41, 3.27)
r2

1,1616 × 106 4.98 0.91 4.87 (3.54, 7.09)
r2

1,1717 × 106 6.14 0.92 6.06 (4.54, 8.17)

r2
2,11 × 106 8.91 1.70 8.68 (6.34, 13.41)
r2

2,22 × 106 2.42 0.70 2.31 (1.46, 4.45)
r2

2,33 × 106 1.18 0.37 1.11 (0.71, 2.29)
r2

2,44 × 106 0.43 0.08 0.41 (0.32, 0.65)
r2

2,55 × 106 0.41 0.09 0.41 (0.17, 0.59)
r2

2,66 × 106 0.34 0.07 0.35 (0.17, 0.47)
r2

2,77 × 106 0.26 0.04 0.26 (0.16, 0.35)
r2

2,88 × 106 0.21 0.02 0.21 (0.16, 0.26)
r2

2,99 × 106 0.05 0.02 0.05 (0.03, 0.09)
r2

2,1010 × 106 0.16 0.02 0.16 (0.13, 0.21)
r2

2,1111 × 106 0.29 0.04 0.29 (0.22, 0.37)
r2

2,1212 × 106 0.63 0.08 0.63 (0.48, 0.81)
r2

2,1313 × 106 0.42 0.06 0.41 (0.32, 0.54)
r2

2,1414 × 106 0.22 0.03 0.22 (0.17, 0.29)
r2

2,1515 × 106 0.18 0.05 0.17 (0.10, 0.29)
r2

2,1616 × 106 0.34 0.07 0.33 (0.22, 0.51)
r2

2,1717 × 106 0.86 0.10 0.85 (0.69, 1.07)

∗ Based on yields measured in decimal form; e.g. 7% = 0.07. See
in text for priors.
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Figure 7: Alternative Posterior Mean of S̃T
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B Subsample Analysis

B.1 Single Models

Table 12: Posterior Estimates, DNS and AFNS Models, 1970:01–1984:12

Coefficient Mean Std. dev Median 95% bands

a11 0.9929 0.0043 0.9933 (0.9836, 0.9994)
a22 0.9330 0.0273 0.9335 (0.8786, 0.9848)
a33 0.7792 0.0501 0.7800 (0.6801, 0.8759)

(1− a11)µL × 104 8.7261 3.8129 8.5065 (1.9038, 16.6822)
(1− a22)µS × 104 −4.3268 4.0208 −4.3014 (-12.2011, 3.5681)
(1− a33)µC × 104 −0.4083 4.1874 −0.3825 (−8.5474, 7.7991)

q2
11,DNS × 104 0.1037 0.0138 0.1027 (0.0792, 0.1336)
q2

22,DNS × 104 0.7050 0.0786 0.7000 (0.5664, 0.8736)
q2

33,DNS × 104 1.1151 0.1547 1.1038 (0.8435, 1.4474)

exp(−k11∆t) 0.9937 0.0034 0.9940 (0.9862 , 0.9992)
exp(−k22∆t) 0.9468 0.0284 0.9490 (0.8857 , 0.9942)
exp(−k33∆t) 0.8409 0.0580 0.8426 (0.7223, 0.9487)

(1− exp(−k11∆t))θL × 104 13.7832 40.4872 11.7722 (−58.4459, 98.6022)
(1− exp(−k22∆t))θS × 104 −17.3264 93.1048 −12.4599 (−210.8056 , 145.9696)
(1− exp(−k22∆t))θC × 104 −4.6354 112.9510 −3.2228 (−231.4462 , 215.9726)

q11,AFNS × 104 0.2856 0.2076 0.2197 ( 0.1015 , 0.8567 )
q22,AFNS × 104 1.5149 1.1207 1.1140 ( 0.6382 , 4.4908 )
q33,AFNS × 104 2.6957 1.7736 2.1096 ( 1.1521 , 7.7597 )

∗ Based on yields measured in decimal form; e.g. 7% = 0.07. See in text for priors.
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Table 13: Posterior Estimates, DNS and AFNS Models, 1985:01–2000:12

Coefficient Mean Std. dev Median 95% bands

a11 0.9829 0.0063 0.9829 (0.9705, 0.9951)
a22 0.9828 0.0101 0.9837 (0.9608, 0.9986)
a33 0.9078 0.0303 0.9082 (0.8478, 0.9662)

(1− a11)µL × 104 9.5724 4.4825 9.5333 (0.8213, 18.3035)
(1− a22)µS × 104 −1.4408 2.6870 −1.3570 (−6.9513, 3.6081)
(1− a33)µC × 104 −2.9795 3.4667 −2.9817 (−9.756, 3.8303)

q2
11,DNS × 104 0.0890 0.0098 0.0883 (0.0718, 0.1102)
q2

22,DNS × 104 0.0949 0.0105 0.0943 (0.0763, 0.1172)
q2

33,DNS × 104 0.4296 0.0509 0.4259 (0.3399, 0.5397)

exp(−k11∆t) 0.9848 0.0048 0.9846 (0.9752, 0.9951)
exp(−k22∆t) 0.9772 0.0169 0.9809 (0.9329, 0.9983)
exp(−k33∆t) 0.9218 0.0389 0.9254 (0.8355, 0.9874)

(1− exp(−k11∆t))θL × 104 9.5994 54.9254 9.5635 (−96.9767, 119.0520)
(1− exp(−k22∆t))θS × 104 −38.2903 92.6735 −30.0809 (−238.8524, 116.8433)
(1− exp(−k22∆t))θC × 104 −9.0940 86.9266 −5.0478 (−195.9752, 153.3179)

q11,AFNS × 104 0.3762 0.3797 0.2389 (0.0815, 1.4502)
q22,AFNS × 104 1.0261 1.4747 0.4926 (0.1009, 5.2297)
q33,AFNS × 104 1.3237 1.1191 0.9336 (0.4704, 4.3575)

∗ Based on yields measured in decimal form; e.g. 7% = 0.07. See in text for priors.

67



B.2 Switching Model

Table 14: Posterior Estimates, Switching Model, 1970:01 – 1984:12

Coefficient Mean Std. dev Median 95% bands

q 0.6132 0.0415 0.6135 (0.5292, 0.6923)
p 0.9766 0.0129 0.9789 (0.9455, 0.9948)

a11 0.9904 0.0051 0.9909 (0.9794, 0.9984)
a22 0.9568 0.0274 0.9613 (0.8929, 0.9958)
a33 0.8266 0.0747 0.8329 (0.6642, 0.9560)
a44 0.9931 0.0038 0.9935 (0.9846, 0.9987)
a55 0.9573 0.0212 0.9585 (0.9131, 0.9939)
a66 0.8331 0.0458 0.8342 (0.7407, 0.9207)

(1− a11)π1 × 104 9.8644 4.3633 9.6926 (1.6525, 18.7828)
(1− a22)π2 × 104 0.0047 4.1554 0.0332 (−8.1659, 8.2856)
(1− a33)π3 × 104 −0.4338 4.7484 −0.4269 (−9.8279, 8.9027)
(1− a44)π4 × 104 8.9048 3.5953 8.6360 (2.6152, 16.5944)
(1− a55)π5 × 104 −5.0413 3.7360 −5.0153 (−12.4387, 2.1555)
(1− a66)π6 × 104 −5.3248 4.2645 −5.3181 (−13.7586, 3.0115)

q2
11 × 104 0.2427 0.0719 0.2313 (0.1352, 0.4157)
q2

22 × 104 0.7202 0.1881 0.6932 (0.4355, 1.1712)
q2

33 × 104 1.9197 0.6309 1.8347 (0.9463, 3.3976)
q2

44 × 104 0.0831 0.0118 0.0823 (0.0625, 0.1088)
q2

55 × 104 0.3952 0.0511 0.3915 (0.3064, 0.5067)
q2

66 × 104 0.8036 0.1338 0.7930 (0.5716, 1.0955)

∗ Based on yields measured in decimal form; e.g. 7% = 0.07. See in text for priors.
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Table 15: Posterior Estimates, Switching Model, 1985:01 – 2000:12

Coefficient Mean Std. dev Median 95% bands

q 0.8122 0.0240 0.8130 (0.7638, 0.8567)
p 0.9383 0.0519 0.9518 (0.8060, 0.9971)

a11 0.9869 0.0060 0.9871 (0.9745, 0.9974)
a22 0.9845 0.0092 0.9856 (0.9641, 0.9982)
a33 0.9065 0.0311 0.9070 (0.8451, 0.9659)
a44 0.9792 0.0092 0.9796 (0.9594, 0.9956)
a55 0.9749 0.0166 0.9778 (0.9347, 0.9976)
a66 0.9569 0.0338 0.9649 (0.8674, 0.9964)

(1− a11)π1 × 104 8.3677 4.2820 8.2070 (0.5606, 17.0603)
(1− a22)π2 × 104 −1.5762 2.5436 −1.4806 (−6.8147, 3.2228)
(1− a33)π3 × 104 −2.9428 3.5185 −2.9564 (−9.8461, 3.9790)
(1− a44)π4 × 104 9.4547 4.7373 9.4192 (0.3187, 18.8255)
(1− a55)π5 × 104 −5.1120 4.1982 −5.0141 (−13.5765, 2.8003)
(1− a66)π6 × 104 −6.3591 4.0926 −6.3034 (−14.5083, 1.5562)

q2
11 × 104 0.0655 0.0077 0.0650 (0.0520, 0.0820)
q2

22 × 104 0.0834 0.0099 0.0827 (0.0662, 0.1049)
q2

33 × 104 0.4383 0.0535 0.4342 (0.3448, 0.5545)
q2

44 × 104 0.2887 0.1014 0.2692 (0.1492, 0.5357)
q2

55 × 104 0.2130 0.0806 0.1966 (0.1050, 0.4121)
q2

66 × 104 0.1801 0.1011 0.1586 (0.0461, 0.4341)

∗ Based on yields measured in decimal form; e.g. 7% = 0.07. See in text for priors.

Figure 8: Posterior Mean of S̃T in each Subsample

∗Model was estimated on 1970:01-1984:12 and 1985:01-2000:12 separately (either side of the vertical
black line), then the posterior means generated from each sample were concatenated.
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Filipović, D. A note on the Nelson–Siegel family. Mathematical Finance, 9(4):349–359,

1999.

Finlay, R. and Chambers, M. A term structure decomposition of the Australian yield

curve. Economic Record, 85(271):383–400, 2009.

Gürkaynak, R.S.; Sack, B., and Wright, J.H. The US Treasury yield curve: 1961 to the

present. Journal of Monetary Economics, 54(8):2291–2304, 2007.

Hamilton, J.D. A new approach to the economic analysis of nonstationary time series

and the business cycle. Econometrica, 57(2):357–384, 1989.

Hautsch, N. and Yang, F. Bayesian inference in a stochastic volatility Nelson-Siegel

model. Computational Statistics & Data Analysis, 56(11):3774–3792, 2010.

Heath, D.; Jarrow, R., and Morton, A. Bond pricing and the term structure of interest

rates: A new methodology for contingent claims valuation. Econometrica, 60(1):

77–105, 1992.

Kalev, P. Estimating and interpreting zero coupon and forward rates: Australia, 1992-

2001. Available at SSRN: http://ssrn.com/abstract=495702, 2004.

Kalman, R.E. A new approach to linear filtering and prediction problems. Journal of

Basic Engineering, 82(1):35–45, 1960.

Kim, C.J. Dynamic linear models with Markov-switching. Journal of Econometrics, 60

(1):1–22, 1994.

Kim, C.J. and Nelson, C.R. Business cycle turning points, a new coincident index, and

tests of duration dependence based on a dynamic factor model with regime switching.

Review of Economics and Statistics, 80(2):188–201, 1998.

Kim, C.J. and Nelson, C.R. State-space models with regime switching: classical and

Gibbs-sampling approaches with applications. The MIT Press, 1999.

Kim, D.H. and Orphanides, A. Term structure estimation with survey data on interest

rate forecasts. Finance and Economics Discussion Series No. 48, Board of Governors

of the Federal Reserve System, 2005.

Koopman, S.J.; Mallee, M.I.P., and Van der Wel, M. Analyzing the term structure of

interest rates using the dynamic Nelson–Siegel model with time-varying parameters.

Journal of Business and Economic Statistics, 28(3):329–343, 2010.

72

http://ssrn.com/abstract=495702


Krippner, L. A theoretical foundation for the Nelson and Siegel class of yield curve

models. CAMA Working Paper 11/2012, 2012.

Langetieg, T.C. A multivariate model of the term structure. The Journal of Finance,

35(1):71–97, 1980.

Laurini, M.P. and Hotta, L.K. Bayesian extensions to Diebold-Li term structure model.

International Review of Financial Analysis, 19(5):342–350, 2010.

Li, B.; DeWetering, E.; Lucas, G.; Brenner, R., and Shapiro, A. Merrill Lynch expo-

nential spline model. Merrill Lynch working paper, 2001.

Litterman, R.B. and Scheinkman, J. Common factors affecting bond returns. The

Journal of Fixed Income, 1(1):54–61, 1991.

McCulloch, J.H. The tax-adjusted yield curve. The Journal of Finance, 30(3):811–830,

1975.

McCulloch, J.H. and Kwon, H.C. US term structure data, 1947-1991. Working Paper

93-6, Ohio State University, 1993.

Nelson, C.R. and Siegel, A.F. Parsimonious modeling of yield curves. The Journal of

Business, 60(4):473–489, 1987.

Piazzesi, Monika. Affine term structure models. Handbook of Financial Econometrics,

2010.

Pooter, M.D.; Ravazzolo, F., and Dijk, D.J.C. Predicting the term structure of interest

rates: Incorporating parameter uncertainty, model uncertainty and macroeconomic

information. MRPA Paper 2512, 2007.

Richard, S.F. An arbitrage model of the term structure of interest rates. Journal of

Financial Economics, 6(1):33–57, 1978.

Siegel, A.F. and Nelson, C.R. Long-term behavior of yield curves. Journal of Financial

and Quantitative Analysis, 23(1), 1988.

SIFMA. US bond market trading volume. Available at SIFMA: http://www.sifma.

org/research/statistics.aspx, October 2012.

Stock, J.H. and Watson, M.W. Introduction to Econometrics, volume 104. New York:

Addison Wesley, 2003.

73

http://www.sifma.org/research/statistics.aspx
http://www.sifma.org/research/statistics.aspx


Svensson, L.E.O. Estimating and interpreting forward interest rates: Sweden 1992-

1994. Working Paper 4871, National Bureau of Economic Research, 1994.

Vasicek, O.A. and Fong, H.G. Term structure modeling using exponential splines. The

Journal of Finance, 37(2):339–348, 1982.
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